Scalable Data Analytics Scalable Algorithms, Software Frameworks and Visualisation ICT-2013.4.2a
Project

FP7-619435 / SPEEDD

Deliverable

D4.2

Distribution

Public

http://speedd-project.eu/

Decision Making II
C. Canudas de Wit, F. Garin, P. Grandinetti, J. Lygeros,
C. Ramesh, M. Schmitt
Status: Revised Version (Version 2.1)

August 2016

page i

Project
Project ref.no.
Project acronym
Project full title
Porject site
Project start
Project duration
EC Project Officer

FP7-619435
SPEEDD
Scalable ProactivE Event-Driven Decision making
http://speedd-project.eu/
February 2014
3 years
Stefano Bertolo

Deliverable
Deliverabe type
Distribution level
Deliverable Number
Deliverable title
Contractual date of delivery
Actual date of delivery
Relevant Task(s)
Partner Responsible
Other contributors
Number of pages
Author(s)
Internal Reviewers
Status & version
Keywords

report
Public
D4.2
Decision Making II
M22 (November 2015)
August 2016
WP4 / Tasks 4.1, 4.2, 4.4 & 4.5
ETH
ETH,CNRS
79
C. Canudas de Wit, F. Garin, P. Grandinetti, J. Lygeros, C.
Ramesh, M. Schmitt
Revised Version
decision making

D4.2: Decision Making II

page ii

Contents

1

Introduction
1.1 History of the Document . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
1.2 Purpose and Scope of the Document . . . . . . . . . . . . . . . . . . . . . . . . . . . .
1.3 Relationship with Other Documents . . . . . . . . . . . . . . . . . . . . . . . . . . . .

2

DM for Traffic
2.1 Initialization and API of DM . . . . . . . . . . . . . . . . .
2.1.1 Offline Initialization . . . . . . . . . . . . . . . . .
2.1.2 Online Interface . . . . . . . . . . . . . . . . . . .
2.1.3 Distributed Control . . . . . . . . . . . . . . . . . .
2.2 Optimal Ramp Metering for Monotone Freeways . . . . . .
2.2.1 Introduction . . . . . . . . . . . . . . . . . . . . . .
2.2.2 Problem formulation . . . . . . . . . . . . . . . . .
2.2.3 A distributed controller . . . . . . . . . . . . . . . .
2.2.4 Sufficient optimality conditions . . . . . . . . . . .
2.2.5 Bounds on suboptimality . . . . . . . . . . . . . . .
2.2.6 Application . . . . . . . . . . . . . . . . . . . . . .
2.2.7 Conclusions . . . . . . . . . . . . . . . . . . . . . .
2.3 Ramp Coordination using a Distributed Learning Algorithm
2.3.1 Introduction . . . . . . . . . . . . . . . . . . . . . .
2.3.2 Problem Formulation . . . . . . . . . . . . . . . . .
2.3.3 Distributed Learning . . . . . . . . . . . . . . . . .
2.3.4 Preliminaries . . . . . . . . . . . . . . . . . . . . .
2.3.5 Learning Pareto-efficient solutions . . . . . . . . . .
2.3.6 Examples . . . . . . . . . . . . . . . . . . . . . . .
2.3.7 Conclusions . . . . . . . . . . . . . . . . . . . . . .
2.4 Towards optimal scalable traffic control . . . . . . . . . . .
2.4.1 Traffic network description . . . . . . . . . . . . . .
2.4.2 Centralized optimal control . . . . . . . . . . . . . .
2.4.3 Decentralized suboptimal control . . . . . . . . . .
2.4.4 Simulations and comparisons . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

3
3
3
4
5
7
7
10
12
17
17
19
23
25
29
30
35
38
38
39
40
40
42
47
50
51
52
54
58
60

D4.2: Decision Making II

page iii

2.5

3

4

2.4.5 Conclusions and future works . . . . . .
Performance Evaluation . . . . . . . . . . . . . .
2.5.1 Real-time Decision Making . . . . . . .
2.5.2 Improvements in Terms of Traffic Metrics

.
.
.
.

DM for Credit Card Fraud
3.1 Introduction . . . . . . . . . . . . . . . . . . . . .
3.2 Problem Formulation . . . . . . . . . . . . . . . .
3.3 Brief Summary of Inverse Parametric Optimization
3.4 Known Results from POMDP . . . . . . . . . . .
3.5 Conclusions . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.

60
62
62
64

.
.
.
.
.

66
66
67
68
71
71

Conclusions
73
4.1 Summary of Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
4.2 Limitations of the DM Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
4.3 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

D4.2: Decision Making II

page iv

List of Tables

2.1
2.2
2.3
2.4
2.5
2.6
2.7
2.8
2.9
2.10
2.11

Fields of an edge e (road) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Fields of a vertex v (intersection) . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Complex events for DM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Admin commands for DM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Actuation commands from DM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
User information from DM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Summary of symbols . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Resistances Between Recurrence Classes . . . . . . . . . . . . . . . . . . . . . . . .
Payoffs in Example 3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Fraction of occurrence of states in Example 3 . . . . . . . . . . . . . . . . . . . . . .
Normalized performance comparison between the centralized strategy (MILP), considered as benchmark, and the decentralized one (Dec–MILP). . . . . . . . . . . . . . . .
2.12 Relative frequency of events in the test case used to obtain the timings in Figure 2.19. .
2.13 Statistics of computation times for individual events. . . . . . . . . . . . . . . . . . .
2.14 Performance comparisons between the algorithms proposed in this deliverable and various benchmarks. Improvements against the benchmarks are indicated in green and suboptimal values are indicated in red. Note that we minimize the TTS and TWT metrics,
whereas we maximize TTD and SoD. . . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.

8
8
11
11
12
12
19
45
47
48

. 61
. 62
. 64

. 65

D4.2: Decision Making II

List of Tables

page 1 of 79

Executive Summary

The purpose of this document is to describe the second version of the decision making component,
which provides a set of proactive event-driven decision-making tools for the SPEEDD use cases.
SPEEDD (Scalable ProactivE Event-Driven Decision making) is in the process of developing a system for proactive real-time decision-making. The decisions will be triggered by events, which are processed on-the-fly by monitoring extremely large noisy data streams from diverse geographical locations.
The goal of WP4 (Real-Time Event-Based Decision-Making Under Uncertainty) is to provide innovative techniques for proactive event-driven decision-making to enable probabilistic constraint satisfaction
or to provide worst-case guarantees. This goal is to be met by exploring different types of decision making, ranging from worst-case real-time decision making to randomized, scenario-based decision-making,
enabling varying degrees of automation.
The focus of this deliverable is on the decision making algorithms. As explained in the first decisionmaking deliverable, the decision making algorithms are use-case specific. Three main contributions
address the traffic use case: The first contribution develops a distributed ramp metering controller applicable to the freeway scenario. For monotone freeway models, we derive an explicit feedback law that
is shown to achieve almost globally optimal performance, without requiring any online-optimization at
all and despite relying only on local information. Our second contribution is an extension to account
for non-monotonic behavior. We present a distributed model-free randomized algorithm that learns the
optimal coordination pattern between ramps for freeway traffic control in the presence of uncertainty
due to varying traffic demands. Our third contribution addresses inner-city traffic control. For general
traffic networks, a more refined signalised traffic model is proposed. We show how to derive efficient
control algorithms by decomposition techniques, that scale favorably with network size and are therefore
suitable for real-time implementation. In addition to the contributions related to the decision making algorithms, we also shed some light on the interaction of DM with the other components in the Speedd
project and on implementation of the DM algorithms in the Speedd computational infrastructure.
For the credit card use case, we present a decision making approach that offers the potential to
automate credit card fraud analysts, by reverse-engineering their expert decisions to identify the cost
function they optimize. Learning the cost function could enable the design of an optimal control policy,
leading to a higher degree of automation.
Although the focus of this deliverable is on theoretical results and on the derivation of algorithms,
most of the algorithms presented in this document will be available in the next integrated prototype.
Hence, all the work presented in this document contributes to the enhancement of the DM capabilities.
Future work on the decision making strategies for the traffic use case will concentrate on completing
D4.2: Decision Making II
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the implementation of the algorithms to start the final, closed-loop evaluation of the DM strategies on the
traffic micro-simulator. Work on the decision-making strategies for the freeway scenario is considered
to be close to complete. Further efforts will concentrate on the more general traffic control policies
for inner-city traffic, in particular on decomposition methods. For the credit card use case, we expect
to provide out-of-sample guarantees for the identified cost function, as well as design controllers that
systematically approximate the optimal controller.
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Purpose and Scope of the Document

The purpose of this document is to describe the second version of the decision making component. We
describe decision making algorithms for freeway traffic control, inner-city traffic control and credit card
fraud detection. The deliverable is structured as follows:
Chapter 2 presents advances in the traffic use case. We begin with an outline of the role of the
DM module in relation to the other components in Section 2.1. First, we give an overview on how to
initialize DM for the control of specific road networks, as described in the scenario definitions from
WP 8. Interaction with other components at runtime, most notably with complex event processing
(WP 3) and the user interface (WP 5) happens via events, which are summarized next. These events also
serve as triggering criteria for Event-Driven Proactive Decision Making (T4.1). The part describing the
D4.2: Decision Making II
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communication between DM and the user interface serves also as an initial step towards Determining
the Right Level of Automation (T4.5). Finally, we sketch how DM algorithms are implemented in the
Speedd infrastructure, thus motivating our focus on distributed control strategies.
The main contributions of this deliverable concern the DM algorithms and are presented in the
following sections:
Section 2.2 addresses the freeway scenario, developing Worst-Case Decision-Making Methods (T4.2)
with respect to future traffic demands. Starting from a global, predictive optimal control problem, we
show how to derive optimality conditions for monotone freeway models. Based on these theoretical
results, we can explicitly derive a feedback law that is provably optimal under certain technical assumptions. For real-world parameter and traffic demand choices, we show that the controller achieves almost
globally optimal performance, without requiring any online-optimization at all and despite relying only
on local information.
An extension to account for non-monotonic behavior is presented next: In Section 2.3, we use a distributed Ramdomised Decision-Making Method (T4.4) to learn a coordination pattern between ramps on
a freeway. The main premise in this chapter is that coordination between ramps may prevent congestion
of an adjacent bottleneck, when control action of any single ramp is insufficient for this purpose. Our
main contribution is to show that decision making nodes learn Pareto-efficient solutions in a distributed
manner using our algorithm, even in the presence of disturbances from a finite set. We use our newly
developed algorithm to learn a high-level coordination strategy for the ramp metering problem with
promising results, using simulation parameters and traffic demand data from the Rocade in Grenoble.
Section 2.4 addresses inner-city traffic control. A more refined traffic model is introduced that takes
the binary state of traffic lights (red/green) into account, without resorting to an averaged model. Based
on this model, a receding horizon controller is derived. Instead of attempting to solve the resulting
optimization problems globally, we then propose a method to efficiently find approximate solutions by
decomposing the problem. The resulting algorithms scales favorably with network size and is therefore
suitable for real-time implementation
In Chapter 3, we present a novel decision making approach for the credit card use case. In current
practice, fraud analysts are presented with credit card data, as well as the outcome of fraud detection
algorithms, to take a final call on credit card fraud. By analyzing their decisions, we present an inverse
optimization method to learn the cost functions that the analysts’ decisions are optimum with respect
to. This approach portends a higher degree of automation for the credit card use case, as it could offer a
strategy to automate or train expert fraud analysts.

1.3

Relationship with Other Documents

In addition to new methods and approaches for decision making, this document presents improvements
on the methods from the previous deliverable (D 4.1). The next deliverable (D 4.3) will build on the
results presented in this document. The description of the interface of DM is mainly a summary of
events, many of which are explained in detail in deliverables (D 3.1, D 3.2), dealing with complex event
processing. Restricting the DM algorithms to distributed control strategies as outlined in Section 2.1.3
is essential to maintain scalability (WP 6 and the corresponding deliverables). The methods presented
in Section 3 are intended to influence the design of the user interface (UI, WP 5 and the corresponding
deliverables). Parts of the results presented in this document have been submitted for publication.

D4.2: Decision Making II

page 5 of 79

2

DM for Traffic

Confirmed ramp metering rates

Traffic lights

User Interface
Sensors

Dashboard

Traffic densities,
Traffic flows

Kafka producer/consumer API
Speedd-inevents

Event Bus
(Kafka)

AdminCommands

Speeddactions

Storm-kafka-plus

Decision Making

CEP

Speedd Topology
(STORM)

Traffic densities,
Traffic flows,
Detected congestion

Coordination
Layer

Feedback
Controller 1
Feedback
Controller 2

Ramp-metering
rates

Feedback
Controller n

Figure 2.1: Overview of the Speedd architecture, as introduced in Deliverable D 4.1.

This chapter describes the the second version of DM for the traffic control use case. It is organized
as follows:
First, we describe the interaction of DM with the other components. In Section 2.1.1, we describe
the initialization, that is the model of the traffic network, that has to be made available to the DM at
startup time. The online interface, through which interaction with other components happens at runtime,
is mainly realized by means of events. A summary is given in Section 2.1.2. In Section 2.1.3, we also
give a brief introduction to distributed control and sketch how such DM algorithms are implemented in
the Speedd infrastructure.
Then, we describe the algorithms used by DM. This part constitutes the main part of this deliverable
and presents the novel control algorithms in detail: In Section 2.2, we address the optimal control of
monotone freeways1 . A method for extending the ideas to non-monotonic freeways, by introduction of
1

The term monotonic refers to properties of the underlying mathematical model and will be explained in the corresponding
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coordination, is described in Section 2.3. Finally, Section 2.4 introduces a new version of the control
strategies for inner-city traffic networks. An overview of the individual contributions of this report and
how they influence DM is also given in Figure 2.2

Offline
initialization
(Traffic network
description)
Sec. 2.1.1

Complex Event
Processing
(WP 3)

User Interface
(Dashboard)
(WP 5)

Actuators
(Traffic lights...)
(WP 8)

Decision Making
(WP 4)
Events from
CEP
"Complex
events"

Events from
UI
"Admincommands"

Online interface IN
Sec. 2.1.2

Algorithms
Implementation: Distributed Opt.
Coordination
Layer

Sec. 2.1.3 .

Local controller 1

Events
(exclusive) to
UI

Events to
Actuators
"Speeddactions"

Local controller n

Freeways:

Inner city:

- monotonic Sec. 2.2
- coordinated Sec. 2.3

- one-step-lookahead Sec. 2.4

Online interface OUT
Sec. 2.1.2

Figure 2.2: Overview of the content of this report, relating the individual sections/contributions to their respective effect in the
overall framework.

Sec. 1.1
Sec. 3.2

section.
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Initialization and API of DM

The purpose of this section is to outline the interaction of the DM module with other components of
the Speedd project. To this end, we first describe data structures that encode the system description for
traffic network in a standardized manner. This information is needed to initialize the DM. Then, we
describe the runtime interface of DM, which is expected to be realized exclusively through the use of
events. We give a brief summary of the events that have been implemented so far and describe a number
of new events that are supposed to be implemented in the future, to gain access to the new capabilities of
the second version DM. Lastly, we briefly outline how DM algorithms are supposed to be implemented
in the Speedd infrastructure, since the focus of the project on scalable architectures imposes certain
constraints on the types of algorithms that can be used.

2.1.1

Offline Initialization

In order to make meaningful and effective decisions for traffic control, DM needs information about
the traffic network. This knowledge falls roughly in one of three categories: First, we assume that the
structure of the road network, represented as a directed graph, is known. The vertices of the graph
represent the intersections and the edges of the graph are interpreted as the individual roads. Note that
for every bidirectional road, we distinguish between the two directions. Such a representation can be
obtained easily by converting data from any road map into a graph format. Since the road network itself
will rarely change (and if so, usually only slightly), this is essentially a one-time effort. Second, we
assume that sensor and actuator types and locations are known. The only sensor type we consider in
this use case are stationary, magnetic loop detectors. Their location will be described relative to the
road network, e.g. ”at the beginning of edge (road) e”, as opposed to global coordinates like the GPS
coordinates. We consider at least two types of actuators in this use case, traffic lights and variable
speed limits. Actuators are located either at intersections (vertices), for example traffic lights, or roads
(edges), for example variable speed limits. In addition to their position, we require a description of the
set of potential ”actions”. Third, we require a description of the dynamical behavior of the roads, e.g.
flow-density relationships, which are of course model-dependent.
All this information should be provided in common data structure. We propose to represent the road
network graph using a list of edges E = [e1 , e2 , . . . , ene ] and a list of vertices V = [v1 , v2 , . . . , vnv ].
Every edge ei is a data structure by itself, with the fields as described before and summarized in Table
2.1. Similarly, every vertex vj is a data structure as well, with the fields as summarized in Table 2.2.
The system description given in Tables 2.1 and 2.2 does not state all parameters explicitly. Information about the traffic dynamics depend on the model that is used and we therefore only refer to
generic parameter structures param. DM in this project is using the Cell Transmission Model (CTM)
for this purpose. The CTM is described in detail in later sections about the implemented algorithms, e.g.
Sections 2.2.2 for the freeway scenario and 2.4.1 for inner-city networks. For illustration purposes, we
visualize in Figure 2.3 an example on how such a data structure could look like for the Grenoble Rocade.
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Table 2.1: Fields of an edge e (road)

Field
intersection begin
intersection end
sensor begin
sensor end
type
param

Description
Intersection ID of the intersection at
which the road begins
Intersection ID of the intersection at
which the road ends
Sensor ID of sensor at the beginning of
the road
Sensor ID of sensor at the end of the
road
Type of the road
Parameter data structure

Value
Z
Z
Z for AIMSUN, String for Rocade,
NaN if no sensor exists
Z for AIMSUN, String for Rocade,
NaN if no sensor exists
e.g. {freeway, onramp, main, small}
e.g. CTM, with parameters as described in Sections 2.2.2, 2.4.1

Table 2.2: Fields of a vertex v (intersection)

Field
roads in
roads out
turning prefs
actuator id
param

Description
List of edge IDs of incoming edges
Vector of edge IDs of outgoing edges
Matrix of turning preferences
A single actuator ID for all traffic lights at the
intersection
Parameter data structure describing the rules
of the road for every actuation choice, including the uncontrolled case

Value
+
Zn
−
Zn
−
+
[0, 1]n ×n
Z for AIMSUN, NaN if no actuator exists
e.g. CTM, with priority parameters λ
for every road in the standard merge
model and green-red pattern for every
traffic light phase
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4391

Modelindependent
information
about network
structure
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here: CTM

Figure 2.3: A model of the Grenoble Rocade in AIMSUN is represented as an annotated network graph. Note that the IDs used
in this figure are for illustration only and are not necessarily the ones used in the final AIMSUN implementation. Similarly,
the CTM parameters shown here are realistic choices, but not estimated from real data.
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Online Interface

At runtime, the decision making component will communicate with other components by means of
events. The precise rules that define the complex events are described in detail in the corresponding
deliverables. Here, we will merely present an overview of the events that are currently accepted as
inputs by DM. Interaction with DM at runtime is supposed to happen via these events. Therefore, the
description of this collection constitutes the online interface of the component.
DM Interface - IN
According to the architecture depicted in Figure 2.1, DM receives events from Complex Event Processing (CEP) and the User Interface (UI). Events from CEP include most notably complex events, for
example predictions about freeway congestion before it actually happens. In addition to the high-level,
derived events, DM also needs access to (time-averages of) low level sensor data, to obtain a complete
description of the state of the traffic network. For simplicity, we assume that all sensor data are passed
through CEP, which allows us to aggregate measurement data already at CEP. In practice, this means we
compute averages over time and thereby reduce the number of events that need to be passed from CEP
to DM. In Table 2.3, we provide an overview of the events from CEP that are currently implemented and
the ones supposed to be implemented in the future and give a brief description of how it will be used by
DM, or how it influences DM, respectively.
In contrast, events from the UI are mostly simple commands, by which a human operator can either
modify priorities of the DM algorithm, in situations where a tradeoff between conflicting objectives is
necessary or potentially seize control of certain actuators, e.g. as an emergency override. The list of
events is depicted in Table 2.4.
DM Interface - OUT
The large majority of events created by DM are actuation commands for the actuators in a traffic network,
that is traffic lights at intersections or at onramps for ramp metering purposes and variable speed limits.
Currently, we expect that the majority of the actuation commands will also be of interest for UI, since
the UI should be able to visualize the current operational state of the traffic network to the operators.
The list of actuation commands is given in Table 2.5. Note that the format of the actuation commands is
tailored to the micro-simulator AIMSUN, which serves as a validation platform in this use case.
In addition to the actuation commands, we envision situations in which additional information from
DM is of interest to the UI. In particular, this concerns situations in which DM is used by the operators
to evaluate the effects of operator commands as listed in Table 2.5 proactively. For example, imagine a
human traffic operator intends to modify flow priorities at a major intersection due to prior knowledge
of future circumstances that are unknown to CEP and DM (say a strike is announced at the last second).
He or she might want to use the algorithms implemented in the DM component to conduct a preliminary
simulation of effects of the intended action. Note that such an operation is different from predicting
events via CEP, since we intend to estimate changes that are caused by a change in the underlying network dynamics themselves. Predictions made in this manner may lack the precision of prediction by
CEP, but might still be useful for a qualitative analysis to the human operator. Currently, this functionality is not implemented yet, but since most of the required algorithms are available to DM anyway, we
consider to extend the functionality of DM in this way. In this case, at least one additional event to report
simulation results to UI would be required, as specified in Table 2.6.

D4.2: Decision Making II

2.1. Initialization and API of DM

page 11 of 79

Table 2.3: Complex events for DM - events printed in red are not implemented yet

Name
Predicted Congestion

Description
-

Congestion

-

ClearCongestion

-

OnrampFlow

Running average of onramp
flow
Running average of mainline
states
Queue at metered onramp is
almost full.

2minsAverageDensityAnd
SpeedForLocation
PredictedRampOverflow

TurningLaneOverflow
RoadParamChange
TurningPreferenceChange

Queue on turning lane blocks
other lanes at intersection
Road
parameters
(v, w, ρc , . . . ) have changed
Distribution of incoming
traffic to specific intersection
to downstream roads has
changed

Usage
(Freeway) Activates ramp metering algorithm
(Freeway) Estimated density
used by DM. (non-monotonic
model: capacity drop is taken
into account)
(Freeway) Deactivates ramp metering algorithm
(Freeway) Numerical state estimate for DM
(Freeway, Inner City) Numerical
state estimate for DM
(Freeway) Initialize coordinated
metering policy with upstream
ramp.
(Inner City) High priority for
DM to resolve this conflict.
(Freeway, Inner City) Update
model parameters
(Inner City) Update model parameters

Table 2.4: Admin commands for DM - events printed in red are not implemented yet

Name
SetRampMeteringBounds

ChangePriorities
OverrideTafficLightPhases
OverrideVSL

Description
Upper- and lower bound for
ramp metering algorithm

Influence tradeoff between
conflicting objectives.
Emergency override
Emergency override

Usage
(Freeway) Bounds will be
strictly enforced by the ramp
metering algorithm. Can be
used to override DM entirely,
if lower bound equals upper
bound.
(Inner City) Parameters in the
DM objective are changed
(Freeway) Disables DM, only
for emergencies
(Freeway, Inner City) Disables
DM, only for emergencies
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Table 2.5: Actuation commands from DM - events printed in red are not implemented yet

Name
SetRampMetering

SetTrafficLightPhases

Description
Change ramp metering dutycycle
Change duration of inner-city
traffic light phases
Change variable speed limit

SetVSL

Usage
(Freeway) Immediately translated to red-green signal by
AIMSUN
(Inner city) Immediately translated to red-green signal by
AIMSUN
(Freeway, Inner city) Used by
AIMSUN

Table 2.6: User information from DM - events printed in red are not implemented yet

Name
SimulationResults

2.1.3

Description
Report results of simulation
of tentative priority changes

Usage
(InnerCity) Supposed to be displayed to users via UI

Distributed Control

Optimal traffic control problems can naturally be formulated as optimization problems. However, the
global optimization problem over the complete horizon (e.g. a day or at least the complete rush-hour
period) is usually computationally intractable. To mitigate the complexity, traffic control problems are
routinely decomposed into local subproblems that can be solved in parallel. The local solutions are
then aggregated and an approximation of the global solution is constructed from them. If the solutions
of the subproblems do not jointly solve the global problem, the aggregation step modifies the local
subproblems in a suitable way to incentivize consensus among the agents, and the whole process is
repeated. In this project, decision making relies on such distributed algorithms. In this section, we will
give a brief introduction to distributed algorithms for traffic control and on how such algorithms can be
implemented in the Speedd infrastructure. To this end, we first have to formalize our representation of
traffic networks that was verbally introduced in Section 2.1.1. To do so, we need some of the notation
introduced in Lovisari et al. (2014).
Consider a directed graph G = (V, E) with vertex set V and edge set E = V × V. Edges are
represented as ordered tuples of vertices, and we denote the origin vertex of an edge e as σe . Conversely,
we denote the head vertex of an edge e as τe . Let us define the set of all incoming edges to a vertex v as
E + (v) := {e : τe = v} and the set of all outgoing edges from a vertex as E − (v) := {e : σe = v}. Also,
E(v) := E − (v) ∪ E + (v). This graph is interpreted as an abstract representation of our road network, in
which each vertex v corresponds to an intersection and each edge e corresponds to a (one-directional)
road. For every edge e, we introduce a system state xe (t), which describes the number of vehicles on
the corresponding road at time t. For every intersection, we introduce variables φij (t) with i ∈ E + (v)
and j ∈ E − (v) that describe the (instantaneous) flow of vehicles from road i to road j.
Various different models for road traffic have been proposed. At this stage, it is neither necessary nor
advisable to present a complete description of the system dynamics. Instead, it is sufficient to restrict
our scope to first-order models. In these models, the flows φij (t) are not states of the system, but can be
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computed as functions of the actual states xe (t) and potentially the control inputs. The evolution of the
system is then described by a conservation law

out
xe (t + 1) = xe (t) + ∆t · φin
e (t) − φe (t)
P
P
βij
out
in which we made use of φin
e (t) := de (t) +
ẽ∈E − (e) φẽe (t) and φe (t) :=
ẽ∈E + (e) 1−βij · φeẽ (t)
as shorthand notation for the total inflow into cell e and the total outflow from this cell, respectively.
The parameter de (t) models an external traffic demand, the parameters βij model flows that leave the
system. In addition to the conservation law, we need equations describing the flows φij (t) as functions
of states xe (t), the control inputs uv (t):
φij (t) = gij (xe∈E(v) (t), uv (t)) i ∈ E − (v), j ∈ E + (v)
Note that the flows φij (t) across intersection (vertex) v depend only on local states and inputs, i.e. the
states of the adjacent roads e ∈ E(v) and the inputs associated with intersection v. The available control
actions are defined by joint constraints on local control actions and local states
(uv (t), xe∈E(v) ) ∈ Uv
In order to state a prototype problem, let us recall typical objectives in traffic control:
Total Time Spent The main objective of active traffic control is
of the cu
Pusually
Ptthe minimization
x
(τ
)
this
quantity,
we
mulative travel time of all drivers. To compute TTS(t) = e∈E
τ =0 e
integrate the number of vehicles in the network.
Total Travel Distance For short horizon, it is often advisable to maximize the total progress made
by all cars P
on theirP
routes instead.
 The Total Travel Distance is a cumulative index defined as
t
+ (τ ) . Its main effect is to ensure that usage disparity is diminished
φ
TTD(t) = e∈E
τ =0 e
and an equilibrate diffusion of vehicles is incentiviced.
It is interesting to note that these objectives can be calculated in a distributed manner: First, for every
road k, some quantity is integrated over some time horizon [0, t] and then, we sum over all the results.
The values obtained for every individual road are not independent, of course, since all roads are coupled
through the traffic network dynamics.
Collecting the equations, a prototypical, global problem for traffic control could be:
decomposable in term
for every intersection v
coupling constraints

decomposable in
independent constraints
for every intersection v

The resulting problem is typical in the sense that the objective and many constraints are decoupled
between intersections, however, some constraints couple the individual decision problems. The conservation equations will usually appear as coupling constraints in traffic control problems, but there mgiht
be others as well. Such problems can be tackled efficiently by distributed optimization. In distributed
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optimization, a global problem is split up into a number of subproblems, which are passed to several
agents. Each agent then solves a subproblems in parallel. The solutions of the subproblems are then collected and an aggregation step is performed. If the solutions of the subproblems do not jointly solve the
global problem, usually because of violations of the coupling constraints, the aggregation step modifies
the local subproblems in a suitable way to incentivice consensus among the agents. Then, the modified
subproblems are passed to the agents again and the process is repeated until consensus is achieved and
a global solution is obtained. For example, the Alternating Direction Method of Multipliers (ADMM) is
an algorithm for distributed optimization Boyd et al. (2011), that has recently gained popularity again.
In the traffic control use case, we will assume that any decision making algorithm that requires the
online solution of optimization problems relies on distributed optimization methods for solving them.
The main reasons for this restriction, aside from the fact that these algorithms seems suitable just because
of the problem structure, are:
• Distributing the computational effort among multiple agents that work in parallel makes sure that
the cluster infrastructure of the Speedd project is used to the best of its capabilities, and goes hand
in hand with the efforts to make Speedd algorithms scalable (WP 6).
• Even if the problem is not solved to global optimality or global consensus within the allocated
time, for many algorithms it is easy to interrupt the computations and recover an approximate
solution from the current iterate. Most importantly, since the actuation constraints are local constraints, we can expect they are satisfied by every iterate. This guarantees for example, that even
approximate solutions will only provide admissible light signal combinations, which is obviously
of utmost importance.
• The size of the local problems can be used as a tuning parameter to trade of the time required to
perform the solution of the local problems and the number of iterations respectively the quality
of the approximate solutions. In the most conservative case, the scope of one agent could be
restricted to a single intersection and the prediction period to one signal cycle, making sure that at
least one iteration can be performed in the allocated time.
In our previous discussion of distributed optimization, we mentioned a global aggregation step. It
turns out that if coupling constraints are sparse, that is coupling happens only between certain agents,
it is possible and often advisable to realize aggregation by communication between the corresponding
agents directly, instead of relying on a central coordinator. Our current algorithms follow this paradigm.
Because the coupling constraints will occur between intersections that are connected by a road, the
aggregation can be performed by allowing for communication between agents along a communication
graph that replicates (parts of) the structure of the road network graph. In the most simple case, every
controlled intersection is handled by a different agent. A more general situation in which we group
several intersections to be handled by one local controller is sketched in Figure 2.5. Using the existing
capabilities of the Speedd infrastructure, every agent runs in an individual STORM Bolt. Thereby, the
allocation of the individual processes to the available cluster nodes is handled by STORM. Communication is realized through events sent via Kafka. This situation is also depicted in Figure 2.5. Note that the
events used for communication between agents have not been included in the list of events reported in
Section 2.1, since these events are for internal coordination only and should not be sent or read by other
components of the architecture.
In addition to reducing the computational effort required per agent (but not the joint effort by all
agents), the distributed problem formulation also restricts the amount of model knowledge that every
agent is required to have stored in local memory. More precisely, the local information required by
each agent is restricted to the parameters of the intersections in its scope and the parameters of its
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geographical neighborhood, that is parameters of the incident roads and adjacent intersections. The
example for a one-intersection agent is depicted in Figure 2.4.
Intersection ID

Traffic light
"phases"
+ intersection parameters:
split ratios
Sensor IDs

Section ID
+ road parameters:
l, v, rho_c, ...

Figure 2.4: Local information available to an agent consisting of just one intersection at run time. This local information can
easily be constructed from the global representation of the network graph according to Section 2.1.1.

So far, we did not discuss, how general traffic control problems can be reformulated in this form and
how (or even if) guarantees or bounds on (sub-) optimality of the resulting controllers can be obtained. In
the following sections, we will present algorithms applicable in different contexts. All these algorithms
fit the distributed control framework:
• In Section 2.2, we present an algorithm for ramp metering control of monotonic freeways. In this
special case, the proposed algorithm comes naturally as distributed feedback law, that is for every
metered onramp, there is a simple, explicit feedback law acting only on local information. For the
case of monotonic freeway dynamics, optimality conditions can be stated for this type of control.
• For non-monotonic freeway dynamics, coordination between local controllers can improve performance. In Section 2.3, we introduce a randomized algorithm that determines the coordination
pattern. Coordination happens in terms of Master-Slave patterns, therefore reaching consensus
between agents is not an issue. However, no simple optimality conditions are available anymore.
• General traffic networks, as encountered in inner cities, are more challenging than freeways in
terms of control. In Section 2.4, we introduce a very versatile control approach for arbitrary traffic
networks. Coordination between controllers is now crucial for effective control, but consensus
between agents has to be achieved using heuristics, due to non-convexity of the underlying control
problems.
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Kafka producer/consumer API
Speedd-inevents

Speeddactions

DM
Local solutions

Event Bus (Kafka)

Implementation

Storm-kafka-plus

Speedd Topology
(STORM

CEP

Decision Making

Control Layer

Local Controller

Local Controller

Local Controller

Local Controller
Local Controller

Local Controller
Local Controller

Local Controller

DM
Local solutions

System Layer (Road Network)

Information structure

Local Controller

Figure 2.5: Sketch of the distributed control approach for traffic networks, relating the physical, real world system with the
abstract control layer, which replicates parts of the network structure in software.
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Optimal Ramp Metering for Monotone Freeways

We consider the freeway ramp metering problem, based on the Cell Transmission Model. Assuming
perfect model knowledge and perfect traffic demand prediction, the ramp metering problem can be cast
as a finite horizon optimal control problem with the objective of minimizing the Total Time Spent, i.e.
the sum of the travel times of all drivers. This work compares the performance of distributed, nonpredictive feedback strategies to the optimal solution. We derive sufficient optimality conditions for
global optimality of the system performance under distributed control, by exploiting monotonicity of the
Cell Transmission Model. Using a real-world example, we demonstrate that these optimality conditions
are almost satisfied for typical freeway parameters and demand patterns. Most notably, the control
performance of the optimal controller and a suitable local feedback controller differ only by fractions in
simulations based on the CTM. We also comment on differences between the Cell Transmission model
and reality and thereby identify key issues that have to be addressed by optimal control strategies that
aim at outperforming existing, local feedback controllers for ramp metering in the real world.

2.2.1

Introduction

Ramp metering means the active control of the inflow of cars on a freeway via the onramps, by means
of installing and controlling a traffic light at every onramp. In this work, we consider the freeway ramp
metering problem over a finite horizon, e.g. one day or the rush-hour period. Freeway ramp metering has
been established as an effective and practically useful tool to improve traffic flows on congestion-prone
freeways (Papageorgiou et al., 2003), a survey of ramp metering strategies can be found in Papageorgiou
and Kotsialos (2000).
We study the problem by adopting the Cell Transmission Model (CTM) for freeways, as introduced in the seminal work by Daganzo (1994, 1995), which can be interpreted as a first-order Godunov
approximation of the continuous Lighthill-Whitham-Richards-model (LWR) (Lighthill and Whitham,
1955; Richards, 1956). The popularity of the CTM for model-based control stems from the simplicity
of the model equations, allowing for computationally efficient solutions methods for optimal control
problems, e.g. Gomes and Horowitz (2006); Ziliaskopoulos (2000) and the fact that the CTM might be
regarded as more realistic than some competing models, since it it never predicts negative velocities
for freeway traffic. Modifications and generalizations of this model have since been introduced, and we
consider a slight generalization of the original, piece-wise affine CTM to a more general, concave fundamental diagram as defined and analyzed in Lovisari et al. (2014). Furthermore, we employ a simplified
onramp model originally introduced as the “asymmetric” CTM (Gomes and Horowitz, 2006; Gomes
et al., 2008), which simplifies the model of onramp-mainline merges by distinguishing mainline- and
onramp-traffic demand.
While tractable model-based, optimal-control strategies have been derived (Gomes and Horowitz,
2006; Pisarski and Canudas-de Wit, 2012; Alamir, 2014; Burger et al., 2013), a conceptually different
approach uses distributed or even completely decentralized feedback. A variety of local feedback strategies, i.e. ramp metering controllers that only receive measurements from sensors in close vicinity of the
onramp location and only exchange limited amounts of information preferably with adjacent controllers
if at all, have been described in Papageorgiou et al. (1991); Stephanedes (1994); Zhang and Ritchie
(1997). Those control policies aim at maximizing bottleneck flows locally, but have been shown to
come close to the performance of optimal control strategies in certain practical applications (Smaragdis
et al., 2004; Wang et al., 2013; Papamichail et al., 2010b). While it is apparent that such local feedback
controllers are far easier to implement than model-based optimal control strategies, it is not obvious
why and when the performance of ramp metering strategies with limited traffic demand prediction and
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coordination come close to the optimal control solution. A special case for which the optimal control
strategy can be explicitly constructed is analyzed in Zhang and Levinson (2004). It is stated that the
structure of the explicit solution “explains why some local metering algorithms [...] are successful –
they are really close to the most-efficient logic”, however, no proof of optimality of the supposedly
most-efficient policy is provided.
This work addresses the question of how distributed, non-predictive ramp metering policies compare
to optimal, predictive control strategies. Assuming perfect model knowledge and perfect traffic demand
prediction, the ramp metering problem can be cast as a finite horizon optimal control problem with the
objective of minimizing the Total Time Spent. It is known that this problem can be reformulated as a
convex optimization problem for monotonic demand and supply functions in the fundamental diagram
(Lovisari et al., 2014) and as a Linear Program in the case of a piecewise-linear fundamental diagram
(Gomes and Horowitz, 2006). Since perfect model knowledge and in particular perfect traffic demand
prediction seem to be unrealistic (see e.g. Burger et al. (2013); Morbidi et al. (2014); Ojeda et al. (2013)
for ongoing work to mitigate the challenges involved), we introduce a local feedback controller for
freeway ramp metering instead. This controller can be motivated as an distributed, one-step ahead maximization of the local traffic flows. Exploiting monotonicity of the CTM, we derive sufficient optimality
conditions for the problem of minimizing the Total Time Spent (TTS), which is defined as the sum of
the travel times of all drivers, tailored to the local feedback controller.
We analyze performance on a real world example, also studied in de Wit et al. (2015). The study
is conducted using the monotonic CTM, with freeway parameters and demand patterns estimated from
real measurements. Even though the optimality conditions are occasionally, although rarely, violated,
the control performance of the optimal controller and a suitable local feedback controller differ only by
fractions of percents in simulations based on the CTM. We also comment on differences between the
Cell Transmission model and reality and thereby identify key issues that have to be addressed by optimal
control strategies that aim at outperforming existing, local feedback controllers for ramp metering in the
real world.
To sum up, the main contributions of this paper are:
• We derive sufficient optimality conditions for minimal TTS ramp metering in the CTM, providing
a thorough theoretical assessment of why (and when) performance of distributed controllers and
optimal control strategies may coincide.
• We demonstrate the usefulness of these conditions by defining a suitable distributed, non-predictive
feedback controller, which achieves nearly optimal control performance for simulations of the
CTM, using real-world parameters and traffic demands.
The paper is organized as follows: Section 2.2.2 introduces the CTM and defines the central problem
of minimizing TTS. In Section 2.2.3, we introduce a non-predictive, distributed controller for ramp
metering. We also show that this controller is not always optimal, by stating two counterexamples. In
Section 2.2.4 however, we derive sufficient optimality conditions that can be used to check optimality a
posteriori. Section 2.2.6 introduces a real-world use case, and we demonstrate that the local feedback
controller performs almost optimal. Finally, Section 2.2.7 comments on the implications of the results,
in particular immediate conclusions for the development of real-world, predictive, coordinated ramp
metering strategies.
In this work, we adopt the following notation: The k-th component of a vector x is denoted by a
subscript, e.g. xk . The index k will always be used to denote the index of a cell in the CTM and hence
k ∈ {1, . . . , n} with n the number of cells in the model, unless explicitly stated otherwise. If a variable
x evolves over time, the value at time t is denoted by x(t). The index t always denotes time, and since
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Figure 2.6: Sketch of the cell transmission model of a freeway segment controlled by ramp metering
Table 2.7: Summary of symbols

Parameters

Variables

 Symbol
ρk (t)




qk (t)

φk (t)


rk (t)



w
k (t)

βk



β̄k
lk



∆t

Range
∈ [0, ρ̄k ]
∈ [0, q̄k ]
∈ [0, Fk ]
∈ [0, r̄k ]
∈ [0, r̄k ]
∈ [0, 1)
∈ (0, 1]
∈ (0, ∞)
Assumption 2.2.1

Name/Definition
density
queue length
flow
metering rate
external traffic demand
split ratio
1 − βk
cell length
sampling time interval

Unit
1/km
1
1/h
1/h
1/h
1
1
km
h

we consider models in discrete time, t ∈ {0, . . . , T } with time horizon T . The operators ≤, ≥, <, >
used with vectors mean elementwise inequalities. Also, we write [x]ul := min {u, max {x, l}} for a
saturation at an upper bound u and lower bound l.

2.2.2

Problem formulation

All parameters and variables of the CTM are summarized in Table 2.7. The original cell transmission
model was introduced in Daganzo (1994, 1995). We consider the (asymmetric) Cell Transmission Model
(CTM) as introduced in Gomes and Horowitz (2006); Gomes et al. (2008), which employs a simplified
onramp model. In the CTM, the freeway is partitioned into cells of length lk . The state of the system
is described by the traffic density ρk (t), i.e. the number of cars per length in each cell. The metered
onramps are modeled as integrators, and their state is given by the queue length qk (t), i.e. the number
of cars waiting in the queue. The evolution of the system is described over discrete time intervals of
duration ∆t, in which flows of cars move on the mainline, enter- or exit the freeway. The mainline flow
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between cells k and k + 1 in time interval t is denoted by φk (t). We make the assumption of constant
split ratios, which means that the outflow from the offramps are modeled as a percentage βk of the
mainline flows, with βk the split ratio at the offramp in cell k. For notational convenience, we also use
β̄k := 1 − βk . For metered onramps, the inflows to the freeway are given by the ramp metering rates
rk (t). The external traffic demands wk (t), i.e. the number of cars seeking to enter the freeway form
either a ramp k ∈ {1, . . . , n} or from the upstream mainline k = 0 act as external disturbances on the
system. The evolution of the state of the CTM is described by conservation laws


1
∆t
φk−1 (t) + rk (t) − φk (t) ,
ρk (t + 1) = ρk (t) +
(2.1a)
lk
β̄k
qk (t + 1) = qk (t) + ∆t · (wk (t) − rk (t))
(2.1b)
The metering rates rk (t) serve as control inputs to the system. Note that the onramp model implicitly
defined in the previous equations relies on the assumption that congestion does not spill back onto the
onramps. Thus, the model implicitly assumes that all cars assigned to enter the freeway in a sampling
interval can indeed do so. While this assumption might not be satisfied for an uncontrolled freeway, it
was shown to be satisfied for a freeway controlled by ramp metering in a case study Gomes and Horowitz
(2006). In this study, the maximal admissible metering rates as determined by the mainline congestion
exceeded the actual metering rates by a large margin.
In practice, these rates are subject to upper and lower bounds. Naturally, the ramp metering rates
are nonnegative and also subject to a constant upper bound since the achievable throughput is limited in
practice:
(2.2)

0 ≤ rk (t) ≤ r̄k

We will also assume that the external demand is bounded to 0 ≤ wk (t) ≤ r̄k for all k and for all times
t. In addition, the limited space on the onramp 0 ≤ qk (t) ≤ q̄k (t) potentially limits the allowed ramp
metering rates further and using (2.1b) we obtain bounds in terms of the metering rates
1
1
(q̄k − qk (t)) + wk (t) ≤ rk (t) ≤
qk (t) + wk (t)
∆t
∆t

(2.3)

The upper bound formalizes the obvious fact, that we cannot admit more cars to the freeway than the
ones seeking admission at time t, while the lower bound mandates that the ramp is operated such that
the queue length on the onramp never exceeds the length of the ramp, i.e. a spill back in the arterials is
avoided2 . We do not impose similar bounds on the outflows via the offramps: Effects like a spill back
of congestion from the adjacent aterials are beyond the scope of this model and a constant, upper bound
on the outflow from an offramp is redundant under the assumption of constant split ratios.
Since the CTM is a first order model, the mainline traffic flows φ(t) are not states but functions of
the densities. The mainline flow φk (t) depends on the number of cars that seek to travel downstream
from cell k at time t called the traffic demand dk (ρk (t)) and on the free space available downstream in
cell k + 1 at time t which is denoted as traffic supply sk+1 (ρk+1 (t)). It is often preferable to introduce
the maximal equilibrium flow Fk as a parameter for each cell, defined as the flow at the density where
demand and supply are jointly maximized Fk := maxρ min {dk (ρ), sk (ρ)}. The corresponding density
is called the critical density ρck := argmaxρ min {dk (ρ), sk (ρ)}. The flow equations are slightly modified
2

The effects of a spill back of a congestion from the onramps to the arterials is usually considered to have much worse
effects than a congestion on the freeway mainline. Thus, avoiding such a spill back takes priority over avoiding a congestion
on the mainline.

D4.2: Decision Making II

2.2. Optimal Ramp Metering for Monotone Freeways

(a) PWA FD

(b) Concave FD

page 21 of 79

(c) Nonmonotonic FD

Figure 2.7: Different shapes of the fundamental diagram (FD) may be desirable in order to approximate real-world data. Figure
(a) depicts the traditional PWA version. Figure (b) shows a generalized version satisfying Assumption 2.2.1 for suitable ∆t.
Figure (c) shows a fundamental diagram with non-monotonic demand function, with does not satisfy Assumption 2.2.1 for any
∆t.

for the first and the last cell:
(2.4a)

φ0 (t) = w0 (t),
φk (t + 1) = min{dk (ρk (t + 1)), Fk , sk (ρk+1 (t + 1))}

(2.4b)
(2.4c)

φn (t) = min {dn (ρn (t)), Fn } .

Demand and supply functions are often identified as the fundamental diagram of a cell. In the original
work of Daganzo (1994, 1995), a piecewise-affine (PWA) fundamental diagram was assumed, as it is
obtained from the Godunov discretization of the LWR-model. In practice, one might want to consider
more general shapes of the fundamental diagram and hence the demand- and supply functions, in order
to better approximate real world data (see e.g. Karafyllis et al. (2014); Lovisari et al. (2014) for recent
examples). In the remainder of this work, we will assume that:
Assumption 2.2.1. For every cell k, the demand dk (x), dk : [0, ρ̄] → R+ is a Lipschitz-continuous,
monotonically increasing function with dk (0) = 0. Conversely, the supply sk (x), sk : [0, ρ̄] → R+ is
a Lipschitz-continuous, monotonically decreasing function with sk (ρ̄) = 0. Furthermore, the sampling
time ∆t is chosen such that the Lipschitz constant of the demand cdk and the Lipschitz constant of the
supply csk , satisfy the following bounds:
0 ≤ ∆t · cdk ≤ lk β̄k ,

0 ≤ ∆t · csd ≤ lk

∀ρ ∈ [0, ρ̄], ∀k

We will denote models that satisfy this assumption as the monotonic CTM. The classical, piecewise
affine fundamental diagram satisfies this assumption, since the monotonicity assumptions are trivially
satisfied for demand and supply functions and the condition on ∆t reduces to the stability condition for
the Goudonuv discretization of the continuous-time CTM. Note that in practice, the congestion-wave
d
speed, which can be interpreted as − dρ
sk+1 (ρ) whenever the derivative exists, is significantly lower
d
than the free-flow speed, interpreted as dρ dk (ρ = 0) (assuming the derivative exists) , thus the second
inequality in Assumption 2.2.1 is not restrictive in practice. Different shapes of the fundamental diagram
encountered in practice are depicted in Figure 2.7 for illustration.
In fact, monotonicity properties of the demand and supply functions can be extended to characterize
dynamical systems itself:
Definition 2.2.1 (Monotonic system). A map f : X → X is monotonic if for all x, y ∈ X, x ≤ y ⇒
f (x) ≤ f (y).
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An extensive survey of monotonic maps and the properties of monotonic dynamical systems can be
found in Hirsch and Smith (2005); Hirsch et al. (2005). Assumption 2.2.1 allows as to characterize the
dynamics of the CTM further:
Proposition 2.2.1. For the CTM excluding the onramp dynamics, that is the model with state ρ(t)
and inputs r(t) given by equations (2.1a) and (2.4), Assumption 2.2.1 is necessary and sufficient for
monotonicity.
Proof. The discrete-time case for the PWA fundamental diagram is discussed in Gomes et al. (2008).
The extension to the case of merely monotone demand and supply functions is straightforward, only
the equations for the demand and supply functions have to be replaced. Note that in the PWA case, the
lk
bounds on the slope of demand and supply functions can be simplified to vk ≤ ∆t
∀k, which can be
recognized as the stability condition that arises if the CTM is derived as a discretization of the wave
PDE using the Godunov scheme.
We are now ready to formulate the main problem. Assume a freeway modeled by the CTM, subject
to a demand profile dk (t) for k ∈ {0, . . . , n} over a horizon t ∈ {0, . . . , T − 1}. We seek to minimize
the total time spent (TTS), given as the sum of the total travel time (TTT):
T T T := ∆t ·

T X
n
X

lk ρk (t),

t=0 k=0

which is the sum of the travel times of all drivers on the freeway and the total waiting time (TWT),
T W T = ∆t ·

T X
n
X

qk (t),

t=0 k=0

the sum of the waiting time of all drivers on the metered onramps. The main problem is therefore given
as:
minimize T T S := T T T + T W T = ∆t ·

T X
n
X

(lk ρk (t) + qk (t))

(2.5a)

t=0 k=0



∆t
1
subject to ρk (t + 1) = ρk (t) +
φk−1 (t) + rk (t) − φk (t) ,
lk
β̄k
qk (t + 1) = qk (t) + ∆t · (dk (t) − rk (t))

(2.5b)
(2.5c)

φk (t + 1) = min{d(ρk (t + 1)), Fk , s(ρk+1 (t + 1))}

(2.5d)

0 ≤ rk (t) ≤ r̄k

(2.5e)

ρk (0), qk (0), dk (t) given

(2.5g)

0 ≤ qk (t) ≤ q̄k

(2.5f)

Note that the metering bounds (2.3) for time t are equivalent to (2.5f) at time t + 1. Problem (2.5)
is a standard problem in traffic control, which has been studied extensively. Note that the problem in
its standard form is nonconvex, because of the nonlinear fundamental diagram (2.5d). In Gomes and
Horowitz (2006), it is shown that the special case of a piecewise-affine fundamental diagram admits an
LP reformulation and hence can be solved efficiently. The case of non-PWA fundamental diagrams is
briefly discussed in Lovisari et al. (2014), although in a continuous-time setting.
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A distributed controller

The problem of minimizing TTS represents the global perspective, in which we optimize the whole
system over the complete horizon. By contrast, one might also seek to optimize the here-and-now
performance. This idea can be formalized by introducing the Total Travel Distance (TTD), defined as
T T D(t) := ∆t ·

n
X

lk φk (t)

k=1

which is simply the total distance traveled by all drivers on the mainline within time interval t. In this
section, we formulate an one-step look-ahead controller, which maximizes TTD for the next time step
in a greedy fashion:
maximize T T D(t + 1) = ∆t ·

n
X

(2.6a)

lk φk (t + 1)

k=1



1
∆t
φk−1 (t) + rk (t) − φk (t) ,
subject to ρk (t + 1) = ρk (t) +
lk
β̄k
qk (t + 1) = qk (t) + ∆t · (wk (t) − rk (t))

(2.6b)
(2.6c)

φk (t + 1) = min{dk (ρk (t + 1)), Fk , sk (ρk+1 (t + 1))}

(2.6d)

0 ≤ rk (t) ≤ r̄k

(2.6e)

ρk (t), qk (t), wk (t) given

(2.6g)

(2.6f)

0 ≤ qk (t + 1) ≤ q̄k

It is straightforward to show that the following distributed feedback controller solves this problem3 .
The feedback law requires perfect model knowledge, but it can be stated explicitly and does not rely on
any online-optimization or traffic demand prediction at all:
Proposition 2.2.2. An explicit solution to the one-step-ahead optimal control problem (2.6) is given by
the following feedback policy:


lk c
φk (t)
rk (ρ(t), q(t), w(t)) :=
(ρk − ρk (t)) +
− φk−1 (t)
∆t
β̄k

min{r̄k ,

}

1
q (t)+wk (t)
∆t k

(2.7)

1
(qk (t)−q̄k )+wk (t)}
max{0, ∆t

Proof. First, note that the upper- and lower bounds at which the policy saturates can be derived immediately from the ramp metering bounds (2.2) and (2.3). By plugging in the policy into Equation 2.6b,
it follows that ρk (t + 1) = ρck if the feedback policy does not saturate. If the upper bound is active,
ρk (t + 1) ≤ ρck is maximized and conversely, if the lower bound is active, ρk (t + 1) ≥ ρck is minimized.
This implies that for all of the previously described cases, the demand dk (ρk (t + 1)) and the supply
sk (ρk (t + 1)) are jointly maximized, for any cell k ∈ {1, . . . , n}. It follows immediately that every
individual mainline flow φk (t) for k ∈ {0, . . . , n} is maximized and hence the sum is maximized as
well.
This controller aims at moving the local density to the critical density as fast as possible and in that
sense, it is very similar in spirit to many existing and practically successful ramp metering strategies,
most notably ALINEA (Papageorgiou et al., 1991).
3

Note that the solution is not unique, in general.
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Figure 2.8:
In case of a spike in demand, it might be advisable to preemptively reduce the local density at a bottleneck below
0
0
5
10
15
the critical
density
time (min)(highlighted in the upper plot of Figure 2.8b), in oder to accomodate (parts of) the traffic wave in the free
space and avoid spill back of congestion. The resulting savings, i.e. the difference in TTS between the two controllers, are
proportional to the highlighted region in the lower figure, which represents the difference in the total number of cars on the
freeway and at the onramps, so N (t) := l1 ρ1 (t) + l2 ρ2 (t) + q2 (t).

It has been speculated in Zhang and Levinson (2004) if a controller similar to the feedback law (2.7)
actually minimize TTS globally and over the complete horizon. We will present two counterexamples
showing that this is not the case. It turns out that the ramp metering bounds (2.2) are critical for optimality. Indeed, the optimality conditions to be derived in Section 2.2.4 will include further constraints
that state when these bounds may be active to retain a proof of optimality.
Example 1 (Lower bound saturation). Consider a two-cell freeway as depicted in Figure 2.8, with a
metered onramp at the second cell and an offramp with a large split ratio at the first cell, in this example
β1 = 0.8. Some traffic demand is present at the onramp in the beginning, but a spike in demand is
arriving on the mainline with some time delay. The situation is sketched in Figure 2.8a. Because of the
large splitting ratio at the offramp, a backlog of congestion into the first cell severely reduces the total
discharge flows and hence increases the TTT. However, cars already admitted to the freeway from the
onramp can not be retracted to the onramp queue. Once the spike in demand arrives, the constraint 0 ≤
rk (t) becomes active. For suitably chosen parameters, the optimal policy is to preemptively reduce the
density in the second cell below the critical density, as depicted in Figure 2.8b. The resulting reduction
in outflow from the mainline is more than compensated by the increased discharge from the offramp.
Conversely, we can also construct an example in which the upper bound on the ramp metering rate
prevents optimality of the local feedback controller:
Example 2 (Upper bound saturation). Consider a one cell freeway with a metered onramp, as sketched
in Figure 2.9a. Some traffic demand is present at the onramp. A spike in mainline demand arrives at the
beginning of the considered time interval, but afterwards, the mainline demand decays to zero. In case
of local feedback, the initial spike in mainline demand causes a congestion and hence local feedback
will use ramp metering to hold cars back on the queue. But when the mainline density decays again,
ramp metering will not be able to release cars sufficiently fast to keep the density at the critical density
due to inherent limits on the flow from the onramp, so rk (t) = r̄k . The optimal strategy does not use
ramp metering at all and allows for a larger congestion in the beginning, as depicted in Figure 2.9b.
Since there is no offramp, spill back of congestion is not an issue in this scenario.
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Figure 2.9: If no spill back of the congestion is possible, it might be advisable (in the monotonic CTM) to allow a congestion
to form immediately upstream of a bottleneck (highlighted in the upper plot of Figure 2.9b). The resulting savings, i.e. the
difference in TTS between the two controllers, are proportional to the highlighted region in the lower figure, which represents
the difference in the total number of cars on the freeway and at the onramps, so N (t) := l1 ρ1 (t) + q1 (t).

Sufficient optimality conditions

It turns out that even in the presence of controller saturation, we can find situations in which it is easy
to verify global optimality of the closed-loop evolution. In this section, we derive sufficient conditions
that can be used to verify that a system trajectory is indeed optimal, in a minimal-TTS sense. To do so,
we will exploit monotonicity of the CTM.
As outlined before, the presented controller can be motivated as a one-step-ahead maximization of
the TTD. In order to assess the capabilities of this controller to maximize the flows over several sampling
time intervals (and ultimately over the complete control horizon), let us introduce the throughput Φk (t),
defined as
Φk (t) := Φk (0) + ∆t ·

t−1
X

φk (τ ).

τ =0

Pn
Qj
1
in which we use Φk (0) :=
j=k+1 β̄k+1...j−1 (lj ρj (0)) and β̄k...j :=
i=k β̄i . This constant offset
accounts for the initial density of the freeway, that is cars that have entered before the considered time
horizon. Note that Φk (t) is dimensionless and can be interpreted as the number of cars that have passed
cell k. This definition will turn out to be cumbersome, since the flows φk (t) are nonlinear functions of
the actual states of the system ρk (t). Therefore, we extend the model to include a cell n + 1 with infinite
storage capacity at the end of the freeway, which collects all of the flow that leaves the freeway via the
mainline. The purpose of this cell is simple bookkeeping of all the cars that have travelled through the
freeway and it will therefore not be considered in the computation of the Total Travel Time. Note that
some cars also leave the freeway via the offramps, but because of the assumption of constant split ratios,
we can reconstruct the outflows from the densities in cellsP
k ∈ {1, . . . , n + 1}. Let us also define the
t−1
total inflow up to and including
time
t
as
R
(t)
:=
∆t
·
k
τ =0 rk (τ ) and the total, external demands
Pt−1
as Wk (t) := qk (0) + ∆t · τ =0 wk (τ ). Both quantities are dimensionless and can be interpreted as
the number of cars that have entered the freeway or arrived at the onramp, respectively4 . We can now
4
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Note however, that the CTM is an averaged model, so neither Rk (t) nor Wk (t) are restricted to integer values.
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express the throughput as linear functions of the original states and inputs of the CTM:
Φk (t) =

n+1
X
j=k+1

1
(lj ρj (t) − Rj (τ )) .
β̄k+1...j−1

We can now express the CTM in terms of the aggregated quantities:
(2.8a)

Φk (t + 1) = Φk (t) + ∆t φk (t),

(2.8b)

φk (t) = min {dk (ρk (t)), Fk , sk+1 (ρk+1 (t))} ,


1
1
Φk−1 (t) − Φk (t) + Rk (t) ,
ρk (t) =
lk
β̄k

(2.8c)

in which the throughputs Φk (t) are the states and the inflows Rk (t) are the inputs. We also need to
translate the input constraints (2.2) and (2.3), which now read
(2.9a)

Rk (t − 1) ≤ Rk (t) ≤ Rk (t − 1) + r̄k ,

(2.9b)

Wk (t) − q̄k ≤ Rk (t) ≤ Wk (t)

We will refer to the system described by equations (2.8) and (2.9) as the aggregated CTM. Monotonicity
properties will facilitate the analysis of optimal control problems of the aggregated CTM.
Lemma 2.2.3. The aggregated CTM is monotonic in the states Φk (t), for fixed inputs Rk (t).
Proof. The proof is purely technical and therefore omitted.
The dependency of the states on the inputs is characterized by the following relationship:
Lemma 2.2.4. Flow Φk (t) for 1 ≤ k ≤ n − 1 in the aggregated CTM is monotonically increasing in
the input Rk (t) and monotonically decreasing in input Rk+1 (t).
Proof. The proof is purely technical and therefore omitted.
Definition 2.2.2. A cell k is called unobstructed in t ∈ T , if the density ρk (t) at cell k for any time in the
horizon T allows for optimal upstream flow into the cell, i.e. sk (ρk (t)) ≤ min{Fk−1 , dk−1 (ρk−1 (t))},
unless the local onramp is full qk (t) = q̄k , and that conversely it allows for optimal downstream flow
out of the cell, i.e. dk (ρk (t)) ≥ min{Fk , sk+1 (ρk+1 (t))}, unless the local onramp is empty qk (t) = 0.

Note that a cell that operates exactly at the critical density always satisfies this assumption by definition of the critical density. Depending on the topology of the freeway, for example an offramp immediately upstream of the onramp, the shape of the demand and supply functions, i.e. a trapezoidal
fundamental diagram, or the density in upstream and downstream cells, a non-singleton interval of densities might satisfy these assumptions. Also, cells without an onramp can be described by a zero-length
maximal queue length q̄ = 0 and therefore, they are always unobstructed. The intuition behind Definition 2.2.2 is that we consider cell to be unobstructed, if upstream and downstream flow are (locally)
maximized at each time t, except when the external traffic demand makes this impossible for any metering policy, i.e. when the ramp is empty or full, as it is expressed in the following Lemma:
Lemma 2.2.5. Assume for all t ∈ T , local ramp metering rates in cell k can be chosen as

 1 qk (t)+dk (t)
∆t
lk c
φk (t)
rk (t) =
(ρk − ρk (t)) +
− φk−1 (t)
,
∆t
1
β̄k
(qk (t)−q̄k )+dk (t)
∆t

i.e. for the local policy (2.7), the constant ramp metering bounds (2.2) are not support constraints. Then,
cell k is unobstructed.
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Proof. Note that this condition is sufficient, but not necessary. Sufficiency can be readily verified by
plugging the feedback policy in the CTM equations and making a case distinction for each affine piece
of the control law.
We will now proceed to show that using monotonicity of the aggregated CTM, we can show that
throughput is maximized over several time periods for unobstructed freeways. For the upcoming analysis, it will be useful to introduce the set of reachable states Φk (t), for a particular traffic demand pattern
D and initial state Φ(0), by feasible metering rates R(τ ):
Ψ(t, Φ(0), D) := {Φ : ∃R(τ ), τ ∈ {0, . . . , t − 1} feasible w.r.t. (2.2), (2.3) s.t. Φ = Φ(t)}
In the following, we will simply write Ψ(t) instead of Ψ(t, Φ(0), W) while assuming that the initial
states Φ(0) and the demand pattern W are fixed an known a priori. Furthermore, we introduce the
following notation for the maximal reachable throughput at every time step, at every cell:
Φ∗k (t) := max {Φk (t) : Φ(t) ∈ Ψ(t)}
We also introduce a relaxation of the set of feasible metering rates at time t:
Rk (t) := {R : Wk (t) − q̄k ≤ Rk ≤ Wk (t)}
Note that according to this definition, we only require that the metering rates satisfy the constraints
arising from the limited space on the onramps (2.3), but not the additional, constant bounds (2.2). Also
note that the feasible sets for the metering rates Rk (t) are decoupled in time in the aggregated formulation, i.e. they do not depend on the system state or previous actions. In the following, we will also use
R(t) := ⊗nk=1 Rk (t).
Lemma 2.2.6. Assume that Φj (t) = Φ∗j (t) for j ∈ {k − 1, k, k + 1} and that the cells k and k + 1 are
unobstructed at time t. Then Φk (t + 1) = Φ∗k (t + 1).
Proof. In the following, all maximizations are understood with respect to some fixed initial state Φ(0)
and some fixed demand pattern D, which are assumed to be known a priori. Then, we can write the
optimal throughputs as
Φ∗k (t + 1) =

max

Rk (τ )∈Rk (τ ),τ ∈{0,...,t}

Φk (t + 1) ≤

max

R∈R(t),Φ∈Ψ(t)

f (Φ, R) = max f (Φ∗ (t), R)
R∈R(t)

in which we used monotonicity of Φk (t + 1) in the throughputs Φ(t). Note that we only have inequality
in the second step, since we operate with a relaxation of the feasible set of inputs. We now proceed with
a case distinction:
(i) In the first case, assume that sk (ρk (t)) ≥ min{Fk−1 , dk−1 (ρk−1 (t))} and dk (ρk (t)) ≥ min{Fk , sk+1 (ρk+1 (t))}.
Then we have that
Φk (t + 1) = Φ∗k (t) + ∆t · min {dk (ρk (Φ∗ , R)), Fk , sk+1 (ρk+1 (Φ∗ , R))}
= Φ∗k (t) + ∆t · Fk ≥ max f (Φ∗ (t), R) = Φ∗k (t + 1)
R∈R(t)

Note that depending on the shape of the fundamental diagram and the density patterns across
several cells, this case might even happen if the constraints (2.2) are supporting.
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(ii) In the second case, assume that the onramp in cell k is empty qk (t) = 0 and the onramp in cell
k + 1 is full qk+1 (t) = q̄k+1 . Then
Φk (t + 1) = Φ∗k (t) + ∆t · min {dk (ρk (Φ∗ , R)), Fk , sk+1 (ρk+1 (Φ∗ , R))}

= Φ∗k (t) + ∆t · min {dk (ρk (Φ∗ , Dk (t))), Fk , sk+1 (ρk+1 (Φ∗ , Dk+1 (t) − q̄k+1 ))}
  



(∗) ∗
∗
= Φk (t) + ∆t · min dk ρk Φ , max R
, Fk , sk+1 ρk+1 Φ∗ , min
R∈Rk (t)

R∈Rk+1 (t)


R

≥ max f (Φ∗ (t), R) = Φ∗k (t + 1)
R∈R(t)

in which (∗) holds since maxR∈Rk (t) R = Dk (t) and the last inequality because this function is
monotonic in Rk (t) and −Rk+1 (t).
(iii,iv) In the third case, assume that dk (ρk (t)) ≥ min{Fk , sk+1 (ρk+1 (t))} and the onramp in cell k + 1
is full; whereas in the fourth case, assume sk+1 (ρk+1 (t)) ≥ min{Fk , dk (ρk (t))} and the onramp
in cell k is empty. The derivations to show that again Φk (t + 1) = Φ∗k (t + 1) can easily be
constructed by combining parts from case (i) and case (ii).
All cases compatible with Assumption 2.2.2 have been verified and the proof has thus been completed.
A maximization of TTD resp./ total discharge flows at every time instant, as we have proven by this
induction, corresponds to a minimization of TTS over the whole horizon.
Theorem 2.2.7. Assume that every cell k ∈ {1, . . . , n} of a freeway is unobstructed, for the entire
horizon t ∈ {0, . . . , T − 1}. Then TTS is minimized.
Proof. The initial conditions are assumed to be fixed, so Φ∗k (0) = Φk (0), for all k. Because Assumption
2.2.2 holds for every cell in every time step, we can apply Lemma 2.2.6 for every cell and t = 1,
yielding Φ∗k (1) = Φk (1) for all k. Employing induction, we can proceed in the same manner to show
that Φ∗k (t) = Φk (t) over the complete control horizon. Thus, throughput is maximized jointly for every
cell and every step.
It remains to be shown that joint maximization of all throughputs implies minimization of TTS. To
do so, we use the definitions of the aggregated variables to write the TTT in step t as
!

n
n−1
X
X
1
1
lk ρk (t) = ∆t · Φ0 (t) −
T T T (t) =
Φn (t) +
1−
Φk (t) + Rk (t)
β̄n
β̄k
k=1

k=1

and the TWT in step t as
T W T (t) =

n
X
k=1

qk (t) = ∆t ·

n
X
k=1

Dk (t) − Rk (t)

If we sum according to the definition of TTS, we find
T T S = ∆t ·
= ∆t ·

T X
n
X

(lk ρk (t) + qk (t))

t=0 k=0
T
X
t=0

!

n−1
X
1
1
Φ0 (t) −
Φn (t) +
1−
Φk (t) + Dk (t)
β̄n
β̄k
k=1
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Analyzing the sign of the coefficients yields the desired result:

min (T T S) ≥ ∆t ·






n−1
T 

X
X
1
1


·
max
(Φ
(t))
+
1
−
max
(Φ
(t))
+
D
Φ
(t)
+
−
 0
n
k
k


β̄
β̄
t=0
k=1 |
| {zn }
{z k }
≤0

= ∆t ·

T
X

1 ∗
Φ (t) +
D0 (t) −
β̄n n

t=0

≤0

n−1
X
k=1

1
1−
β̄k



!
Φ∗k (t)

+ Dk (t)

All minimizations and maximizations in the previous equations are to be understood as an optimization
over the set of feasible ramp metering patterns, w.r.t. the fixed initial condition and traffic demands and
the CTM system model. Note that β̄k ∈ (0, 1] for all k by definition of the split ratios.
It is important to keep in mind that Assumption 2.2.2 provides only sufficient optimality conditions.
In particular, it is very well possible that, depending on the freeway parameters and the demand profile,
there does not exist a policy which satisfies the given optimality conditions. It also becomes clear that
the difficulties in solving the main problem (2.5) hinge mainly on the ramp metering bounds (2.2), as
the following result states:
Corollary 2.2.8. Assume local ramp metering rates in cell k can be chosen as
 1 (qk (t)−q̄k )+dk (t)
∆t
lk c
φk (t)
rk (t) =
(ρk − ρk (t)) +
− φk−1 (t)
∆t
1
β̄k
qk (t)+dk (t)


∆t

for all k ∈ {1, . . . , n} and all t ∈ {0, . . . , T }, i.e. the ramp metering bounds (2.2) are not support
constraints. Then, the local feedback policy minimizes TTS over the whole horizon.
Proof. This follows immediately from Theorem 2.2.7 and Lemma 2.2.5.
This result equivalently states, that local feedback (2.7) minimizes TTS, if the constraints 0 ≤
rk (t) ≤ r̄k are not support constraints.

2.2.5

Bounds on suboptimality

Since the optimality of local feedback depends on the ability of the controller to keep the freeway
unobstructed, bounds on suboptimality in case of failure to do so are of interest.
For a given initial state and demand profile, one can use the Corollary 2.2.8 to compute a lower
bound on the TTS. Recall that the range of admissible ramp metering rates uk (t), depending on the
demand dk (t) and the queue length qk (t) is given as
min {uk , wk (t) − (q̄k − qk (t))} ≤ uk (t) ≤ min {ūk , wk (t) + qk (t)} ,
i.e. the ramp metering rate is constrained by constraints on the queue length and fix bounds on the
metering rate. For the purpose of deriving a lower bound, we formulate a relaxed minimal TTT problem,
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Figure 2.10: Topology of the Rochade Sud, Grenoble

in which the fix bounds on the ramp metering rates are removed:
minimize T T S = ∆t ·

T X
n
X

(2.10a)

(lk ρk (t) + qk (t))

t=0 k=0



1
∆t
φk−1 (t) + rk (t) − φk (t) ,
subject to ρk (t + 1) = ρk (t) +
lk
β̄k
qk (t + 1) = qk (t) + ∆t · (wk (t) − rk (t))
φk (t + 1) = min{dk (ρk (t + 1)), Fk , sk (ρk+1 (t + 1))}
1
1
(q̄k − qk (t)) + wk (t) ≤ rk (t) ≤
qk (t) + wk (t)
∆t
∆t
ρk (0), qk (0) fix

(2.10b)
(2.10c)
(2.10d)
(2.10e)
(2.10f)

The solution to this problem can be obtained efficiently by simulating the system for the given demand
pattern, using the local feedback controller as stated in Corollary 2.2.8. Note that Problem 2.10 is a
relaxation of Problem 2.5, hence, the obtained trajectory is not implementable in general. For example,
negative metering rates can occur. However, it follows that the obtained TTS is a lower bound on
the achievable TTS in the original problem. Conversely, an upper bound on the optimal TTS can be
computed efficiently by simulating the local feedback controller, respecting all bounds on the metering
rates.

2.2.6

Application

We consider a congestion prone freeway in the vicinity of Grenoble, France (de Wit et al., 2015). The
total length of this freeway stretch, the so-called Rochade Sud, is 11.8km, out of which we consider
10.45km (exluding short sections in the beginning and in the end). The freeway has 7 offramps in total
and 10 onramps, which will be subject to ramp metering in the future. The topology is depicted in
Figure 2.10. The freeway has been equipped with loop detectors. Traffic data are reported to a central
control center every 15 seconds. In this case study, the freeway is modeled by the CTM, with one cell
per mainline sensor location.
Since no ramp metering has been installed by the time of this study, we can obtain the traffic demand
profiles simply from the onramp- and mainline inflows to the system. For the following case study, we
consider data from 5 weeks in March, April and June 2014, so 35 days in total. For every day, we
simulate the evolution of traffic using the CTM and the local feedback controller and report the TTS.
For comparison, we also pose the finite horizon optimal control problem over every day, assuming
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Figure 2.11: Partial simulation results of the Grenoble freeway and traffic demand of April, 14th, 2014. Depicted are the
density for open loop, i.e. without ramp metering, and the density under optimal ramp metering. Because of the limited space
on the onramps, it is not possible to prevent congestion altogether, but the improvement is easily visible.

perfect prediction of demand. By employing the results of Gomes and Horowitz (2006), which derives
an equivalent LP relaxation of the optimal control problem, we can compute the optimal profiles. We
are interested in two main questions:
• How often are the (local) optimality conditions of Assumption 2.2.2 violated over the course of
each day?
• How do the travel times under local feedback compare to the theoretical best-case under predictive
optimal control?
Comparison with optimal control
Before answering these questions, we briefly compare the performance of the optimal control strategy
to the performance of the open-loop system, i.e. without any ramp metering. In this way, we obtain
a measure on the potential, best-case benefits of ramp metering. Congestion patterns for a typical day
(14.04.2014) are presented in Figure 2.11, for the uncontrolled freeway and for the freeway under ramp
metering. The complete results are summarized in Figure 2.13. It can immediately be seen that (optimal)
ramp metering indeed reduces TTS in most instances. This is achieved by a reduction in congestion and
the spill back thereof, thus increasing the outflows from the offramps. On certain days, no improvement
can be achieved by ramp metering. These days are characterized by a low traffic demand, as it is
typically encountered on weekends. From real traffic data, one can verify that even the uncontrolled
freeway typically does not congest on these days, so obviously no ramp metering is the best policy. Two
metrics seem to be suitable to quantify the benefits of ramp metering: Relating the savings in TTS to the
TTS itself, we obtain average savings of
T T Sol − T T Scl
≈ 5.38%
T T Sol
A fairer comparison might be to compare the savings in TTS to the total time wasted in congestion and
in onramp queues. Also one might want to exclude weekends, since ramp metering provides no benefits
on days without any risk of congestion. Let T T Tf f be the total travel time if every car travels at freeflow velocity at all times. The savings in terms of the time wasted in congestion and onramp queues,
averaged over all weekdays are
T T Sol − T T Scl
≈ 17.71%
T T Sol − T T Tf f
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We note that these numbers are similar to the ones reported in Gomes and Horowitz (2006).
We now simulate the system using the local feedback controller. In a first step, we verify for every
onramp and every time step if Assumption 2.2.2 is satisfied. It turns out that Assumptions 2.2.2 are
almost always satisfied. More precisely, the day on which violations most often occur is April 09th on
which the local optimality conditions are violated less than 0.4% of all sampling time instances. We use
one particular day (April 14th, 2014, the day also used for the visualization of congestion patterns in
Figure 2.11) in order to visualize typical traffic patterns for the freeway controlled by ramp metering. In
particular, we highlight several time intervals in which an increase in traffic demand occurs and outline if
and how the optimality conditions according to Assumption 2.2.2 are satisfied or violated (Figure 2.12).
The first example (cell 4) shows a typical case in which the optimality conditions are not satisfied. A
congestion appears around 5:12pm, because of an increase in upstream mainline demand. The traffic
demand from the onramp is rather small, therefore, it takes approximately 20min to fill the onramp
queue, during which the mainline is already congested, so ρ4 > ρc4 while q4 < q̄4 . The conditions
according to Assumption 2.2.2 are not satisfied. By contrast, Assumption 2.2.2 holds for cell 8 (second
example), for all times. In particular, note that the local density only exceeds the critical density when
the onramp is completely full, ρ8 > ρc8 only when q8 = q̄8 . Therefore, one can conclude that for all
other ramp metering policies fixed, the policy of ramp 8 is optimal. Lastly, consider a 20min period in
in the late afternoon, for cell 9. Since q9 > 0, we see that ramp metering is active, but the onramp is not
completely filled and the mainline density is stabilized at the critical density5 . In this particular case, the
onramp length provides sufficient control authority to prevent congestion and the corresponding traffic
breakdown altogether.
The performance achieved by local feedback is also depicted in Figure 2.13. We can see that the
performance in terms of the savings in TTS achieved by local feedback is indistinguishable from the
optimal one in a plot scaled according to the absolute values of the savings. A closer look comparing
upper- and lower bounds to the optimal solution reveals that the local feedback controller achieves a
suboptimality in terms of the time wasted in congestion of at worst (May 13th, 2014):


T T Slocal − T T Scl
max
≈ 0.178%
days
T T Sol − T T Tf f
We also simulate the freeway using the relaxed local feedback controller, to obtain a lower bound
on TTS according to Corollary 2.2.8. Together with simulation of local feedback, we obtain upper- and
lower bounds on the TTS for a particular day by simulating the corresponding day. It turns out that using
only the inexpensive simulations required to compute upper and lower bounds, we can guarantee that
the suboptimality is smaller than 0.2%, without the need to compute the optimal solution exactly, i.e.
solve a (potentially expensive) optimization problem.
Comparision with ALINEA
The local feedback controller was motivated as a tool to understand the theoretical, best-case performance achievable by distributed ramp metering schemes, without traffic-demand prediction. The reason
is that even though it requires only very little information sharing between adjacent cells and no traffic
demand prediction and optimization-based coordination between ramps at all, it uses the freeway model
directly to counterbalance the traffic dynamics. More precisely, it relies on (accurate) estimates of the
demand- and supply functions of the CTM, which, unfortunately, are highly uncertain and time-varying
in practice, due to the inherent unpredictability of the behavior of human drivers. From a control point
5

The density exceeds the critical density for a short period, around 11:13am. It turns out that in this case, Assumption 2.2.2
is still satisfied, since the upstream traffic demand is sufficiently small.
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Figure 2.12: Partial simulation results of the Grenoble freeway and traffic demand of April, 14th, 2014. Depicted are cells 4, 8
and 9, which are all incident to an onramp. On the right, the time intervals during which the onramp is neither empty nor full,
i.e. when the ramp metering rates are not uniquely determined by the bounds (2.2) and (2.3), are highlighted in grey.
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Figure 2.13: Summary of the TTS achieved by the various controllers, for every day of our case study. In the upper plot,
the savings in TTS in relation to the total time in congestion for the uncontrolled freeway (second metric) are depicted. For
all days, the performance achieved by local feedback is indistinguishable from the performance of the optimal ramp metering
strategy. ALIENA comes close most of the times. On weekends, highlighted in grey, ramp metering does not provide any
benefits. In the second plot, we chose a much smaller scale to depict the suboptimality of local feedback, serving as an upper
bound, to the optimal TTS (normalized to zero). The performance deterioration is consistently in the range of fractions of
percent. We also plot the lower bound on TTS, computed by relaxing the ramp metering constraints, which is even closer to
the optimum.
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of view, this controller is designed to provide maximal gain feedback similar to a deadbeat-controller,
without too much regard for robustness. The controller gain is only limited by the practical bounds on
the ramp metering rate and the inherent bound that comes from the sampling time. The controller is
therefore susceptible to model uncertainty and model mismatch. However, assuming perfect knowledge
of the traffic dynamics allows to obtain a representation of the closed-loop system that is still simple
enough such that a theoretical analysis of the behavior is tractable. In this sense, this controller serves as
an idealized proxy to analyze the behavior and limitations of distributed, non-predictive ramp metering
schemes.
To illustrate this, we compare it numerically to the arguably best-known decentralized ramp metering
controller, the well-known ALINEA (Papageorgiou et al., 1991). ALINEA is designed as a decentralized, anti-windup integral controller. The metering rates are first computed as integral feedback
r̃k (t) := rk (t − 1) + KI · (ρck − ρk (t))
in which KI := 70/ρck is the integral gain chosen as recommended in Papageorgiou et al. (1991). Then,
they are saturated accordingly. In our setting, we saturate in the same way as for the local feedback
controller:
min{0, 1 (qk (t)−q̄k )+dk (t)}
rk (t) = [r̃k (t)]max ū ∆t
1
qk (t)+dk (t)}
{ k , ∆t

(2.11)

There exists a variety of extensions to this basic controller, e.g. Papamichail and Papageorgiou (2008);
Smaragdis et al. (2004); Wang et al. (2013), that introduce coordination between ramps or allow to use
different sensor configurations. The standard ALINEA controller requires only the critical density as a
model parameter. Instead of using model knowledge to estimate and predict traffic demand and supply,
this controller uses integral feedback to converge asymptotically to the optimal metering rates in the
equilibrium, for constant boundary conditions (Schmitt et al., 2015).
Comparing the TTS achieved by the local feedback controller to the freeway controlled by vanilla
ALINEA, we find that the performance deteriorates only slightly:
T T Sal − T T Scl
= 0.43%
T T Scl
A detailed comparison between the TTS achieved by local feedback and ALINEA is also provided in
Figure 2.13. Indeed, for most cases both controllers do not only show comparable performance but also
very similar trajectories (see Figure 2.14), thus we can indeed draw conclusions about their behavior
from our theoretical analysis. In this sense, one should view the performance deterioration of ALINEA
in comparison to local feedback as the price one has to pay for not knowing the fundamental diagram
exactly in practice, let alone the possibility that it varies depending on time of the day, weather or random choices of individual drivers.

2.2.7

Conclusions

In this work, we have derived sufficient optimality conditions for minimal TTS ramp metering for the
monotonic CTM. Based on the analysis, we have defined a suitable distributed, non-predictive feedback
controller motivated as a one-step-ahead maximization of local traffic flows. In simulations using realworld parameters and traffic demands, we demonstrated that the freeway is unobstructed most of the
time and the controller achieves almost optimal performance. This implies that (almost) no additional
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Figure 2.14: Comparison between the closed-loop trajectories of the local feedback controller and ALINEA for two of the
periods presented in detail in Figure 2.12 . Due to the lack of perfect model information of ALINEA, controller reactions are
slightly delayed, which leads to overall slightly larger densities. However, both controllers seem to stabilize the system and
after the disturbance, arising from a rise in the traffic demand and the onset of ramp metering, the trajectories soon converge
towards each other again.

benefit can be realized either by coordination between the ramps or prediction of the traffic demand for
the monotonic CTM.
For the sake of keeping the theoretical analysis tractable, we assumed perfect model knowledge.
This assumption is certainly not satisfied in practice and traffic models are typically subject to large
uncertainty. However, we demonstrated that the behavior of our proposed controller is very close to the
one of ALINEA which uses feedback to mitigate the lack of exact model knowledge. Therefore we have
verified that our analysis indeed extends to practically successful ramp metering schemes.
We highlight again, that as long as Assumption 2.2.2 is satisfied, the presented control policy is
optimal and in the CTM framework used in this work, no additional benefit can be realized either by
coordination between the ramps or prediction of the traffic demand. Also the fact that space on the
onramps is limited according to Constraint (2.3) seems not to affect optimality of local ramp metering.
In addition, the numerical studies in Section 2.2.6 reveal that the conditions stated in Assumption 2.2.2
are satisfied almost always for realistic choices of freeway parameters and traffic demands. We achieve
results comparable to the global optimal solution with very limited information exchange (only densities
of adjacent cells) and without any coordination between the ramps at all. This considerations provide
a theoretical explanation for the conclusions drawn from practical experience and largely heuristic considerations in Papamichail et al. (2010a), stating that “local ramp metering applied independently to
multiple ramps of a freeway network would be highly efficient in case of unconstrained ramp queues for
vehicle storage”. However, they seem to contradict the practical experience that suggests that“limited
ramp storage space and the requirement of equity . . . are the main reasons for coordinated ramp metering” (Papamichail et al., 2010a), while we have just shown that the limited space on the onramp
obviously limits the improvements achievable by ramp metering, but does not benefit from coordination
in a significant manner.
We can resolve this seeming contradiction by recalling that the results on global optimality apply to
the monotonic CTM. In practice, there is empirical evidence of a capacity drop at a congested bottleneck.
This effect is usually represented by higher-order model such as MetaNet (Messner and Papageorgiou,
1990), but can also be approximated in a modified CTM (Karafyllis et al., 2014) by allowing for nonmonotonic demand functions, as depicted in Figure 2.7c. For such a non-monotonic CTM, Assumptions
2.2.1 are no longer satisfied. Creating a congestion in such a model will reduce the bottleneck flow and
subsequently decrease densities further downstream, which shows that the dynamic system is no longer
monotonic.
In a non-monotonic setting, an incentive exists to prevent congestion of a bottleneck, even if there
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is no danger of spill back of the congestion queue. In the monotonic setting, no such incentive exists.
An important conclusion about the potential benefits of coordinated ramp metering can be drawn from
this analysis: Coordinated ramp metering may target inefficiencies that result from limited space on the
onramps in conjunction with the nonmonotonic behavior of a congested bottleneck. Any model-based,
coordinated ramp metering strategy therefore must employ a model that is able to reproduce this effect,
in order recognize and avoid it. For example, model-predictive control based on the monotonic CTM is
unlikely to provide any improvements over the presented distributed strategy at all. A heuristic targeting
this effect, e.g. the addition of a penalty term for the congested region, may serve the same purpose.
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Ramp Coordination using a Distributed Learning Algorithm

We address the ramp coordination problem in traffic control with a distributed randomized learning algorithm that works in the presence of uncertainties. In general terms, the problem can be formulated
as one where multiple agents must learn an action profile that maximises the sum of their utilities in
a distributed manner. The agents are assumed to have no knowledge of either the utility functions or
the actions and payoffs of other agents. These assumptions arise when modelling the interactions in
a complex system and communicating between various components of the system are both difficult.
In Marden et al. (2014), a distributed algorithm was proposed, which learnt Pareto-efficient solutions in
this problem setting. However, the approach assumes that all agents can choose their actions, which precludes disturbances. In this paper, we show that a modified version of this distributed learning algorithm
can learn Pareto-efficient solutions, even in the presence of disturbances from a finite set. We apply our
approach to the problem of ramp coordination in traffic control for different demand profiles.

2.3.1

Introduction

In complex systems, modelling the interactions between various components and their relationship to
the system performance is not an easy task. This poses a challenge while designing controllers for such
systems, as most design methods require a model of the system. Even when considerable effort has
been expended in identifying suitable models for such systems, utilising these models to design online
controllers is not always easy. This is because collecting measurements of a complex system, computing
control signals using complex algorithms and applying these controls to actuators across the system is
communication intensive and computationally demanding. The resulting delays are not well suited to
the control of real-time complex systems.
An example is the real-time control of freeway traffic, where often traffic models are highly nonlinear
and methods to design controllers using these models do not scale well (Allsop, 2008). Furthermore, to
use these models, the traffic flow from every segment of the freeway must be measured and collected,
and the control signals must be delivered to the ramps on the freeway. To reduce the communication and
computation burden, distributed controllers that act on mostly local information are required.
One approach is to use a distributed randomised algorithm to explore the policy space and learn the
optimal actions. Recently, a distributed learning algorithm has been proposed in Marden et al. (2014)
where agents learn action profiles that maximise the system welfare. This algorithm is payoff-based,
and the agents require no prior knowledge of either the utility functions or the actions and payoffs of
other agents. An implicit assumption in this approach is that every agent that influences the utility can
choose its actions. In reality, there might always be disturbances which cannot be chosen in a desired
manner. In this paper, we extend this approach to include the effects of disturbances.
Our main contribution is a modification to the algorithm in Marden et al. (2014) to deal with disturbances. We show that agents learn Pareto-efficient solutions in a distributed manner using our algorithm,
even in the presence of disturbances from a finite set. We verify the theoretical results on a small example. In this case, all assumptions can be verified and strong convergence guarantees can be given.
To demonstrate versatility of the approach, we also apply the results to a realistic coordination problem
motivated by freeway traffic control. We use our newly developed algorithm to learn a high-level coordination strategy for a ramp metering problem with promising results, using simulation parameters and
traffic demand data from a real-world use case.
The learning rule used in this paper is related to the trial and error learning procedure from Young
(2009) and its cognates (Pradelski and Young, 2012; Marden et al., 2014). These papers proposed
algorithms that learnt Nash equilibria (Young, 2009), Pareto efficient equilibria (Pradelski and Young,
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2012) and Pareto-efficient action profiles (Marden et al., 2014), respectively. Convergence guarantees
for the latter were presented in Menon and Baras (2013a). Restrictions on the payoff structure, which
are required for the result in Marden et al. (2014) to hold, were eliminated through the use of explicit
communication in Menon and Baras (2013b). We also draw on the analysis of deliberate experimentation
using the theory of regular perturbed Markov processes from Young (1993).
This paper is organised as follows: We describe the algorithm in Section 3.2, and present known
results in Section 2.3.4. Our main result is presented in Section 2.3.5 and illustrated on a few examples
in Section 2.3.6. The conclusion is in Section 2.3.7.

2.3.2

Problem Formulation

We consider a set of agents N := {1, . . . , n}, each with a finite action set Ai for i ∈ N . The disturbance
is modelled as an independent and identically distributed (i.i.d.) process wk , which takes values from
a finite set W according to a probability distribution Pw that is fully supported on W. Given an action
profile a ∈ A, where A := A1 × · · · × An , and a disturbance w ∈ W, the payoff for each agent is
ui (a, w). The payoffs are generated by utility functions Ui : A × W → [0, 1) P
whose functional forms
are unknown to the agents. The welfare of the network of agents is W(a, w) = i∈N Ui (a, w).
The agents play a repeated game; in the k th iteration, each agent chooses its action ai,k with probability pi,k ∈ ∆(Ai ), where ∆(Ai ) is the simplex of distributions over Ai . The strategy pi,k is completely
uncoupled or pay-off based, i.e., pi,k = ψi ({ai,τ , ui,τ (aτ , wτ )}k−1
τ =0 ). In other words, an agent does not
know the actions or payoffs of any other agent in the network.
Each agent maintains an internal state zi,k := [āi,k , ūi,k , mi,k ] in the k th iteration, where āi,k ∈ Ai
is the baseline action, ūi,k is the corresponding baseline utility that lies in the range of Ui and mi,k ∈
{C, D} is the mood variable that connotes whether the agent is content or discontent. The state zk :=
{z1,k , . . . , zn,k } lies in the finite state space Z.
The algorithm is initialised with all agents setting their moods to discontent, i.e., mi,0 = D for
i ∈ N . An experimentation rate 0 < ε < 1 is fixed and a constant c > n is selected. Then, each agent
selects an action ai,k according to its mood and the corresponding probabilistic rule:
( c
ε
ai,k 6= āi,k
mi,k = C : pi (ai,k ) = |Ai |−1c
1 − ε ai,k = āi,k
(2.12)
1
mi,k = D : pi (ai,k ) =
∀ ai,k ∈ Ai
|Ai |
The agents choose their strategies based on their moods. A content agent selects its baseline action with
high probability and experiments by choosing other actions with low probability. A discontent agent
selects an action with uniform probability.
Each agent plays the action it has selected and receives a payoff ui,k (ak , wk ), which it uses to update
its state as

mi,k = C, ai,k = āi,k ,


zi,k
 |ui,k − ūi,k | ≤ ρ
(2.13)
zi,k+1 =
zC w.p. pC


otherwise

zD w.p. 1 − pC
where zC = [ai,k , ui,k , C], zD = [ai,k , ui,k , D], pC = ε1−ui,k and ρ is the maximum deviation in the
payoffs due to the disturbance process w, as defined in (2.14). The state update also depends on the
mood of the agent. A content agent that chose to play its baseline action and received a payoff within
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the interval ui,k ∈ [ūi,k − ρ, ūi,k + ρ] retains its state. In all other cases, the state is updated to the played
action and received payoff, and the mood is set to content or discontent with high probabilities for high
or low payoffs, respectively. Thus, a content agent must receive a payoff outside an interval ±ρ of its
baseline payoff to reevaluate its mood or change its state. This interval rule renders an agent insensitive
to small changes in the payoff.
The variable ρ is defined as the maximum deviation in the payoffs received by any agent i ∈ N for
every action profile a ∈ A and every pair of disturbances w1 , w2 ∈ W, i.e.,
ρ := arg min{|ui (a, w1 ) − ui (a, w2 )| ≤ r}
r∈R

∀ i ∈ N, ∀ a ∈ A and ∀ w1 , w2 ∈ W .

(2.14)

We are interested in identifying the set of states the above algorithm converges to. A necessary
condition for this algorithm to function as desired is the interdependence property, stated below.
Definition 2.3.1. An n-person game is interdependent if for every action profile a ∈ A, every disturbance w ∈ WQand every proper subset of agents J ⊂ N , there exists an agent i ⊂ N \ J, a choice of
actions a0J ∈ j∈J Aj and a disturbance w0 ∈ W, such that
Ui (a0J , a−J , w0 ) − Ui (aJ , a−J , w) > ρ

(2.15)

This property ensures that the set of agents cannot be divided into two mutually non-interacting
groups, and that a discontent agent always has recourse to actions that influence the utilities of other
content agents despite the algorithm’s insensitivity to the interval [ūi − ρ, ūi + ρ] in (2.13).
Remark 2.3.1 (A remark on the state space Z: ). The state zk is an aggregation of the states zi,k :=
[āi,k , ūi,k , mi,k ] of each of the agents. Thus, one would expect the cardinality of the state space to be
|Z| = 2N |A||W|, because the payoffs obtained are completely determined by the choice of the actions
and the disturbance. However, the interval rule in (2.13) results in more states becoming reachable and
|Z| ≤ 2N |A|2 |W|. The exact number of states depends on the payoffs. For the proofs presented in this
paper, we define the state space in terms of the states reachable from the initial point of our algorithm,
i.e., Z := {z : ∃τ > 0 s.t. P(zτ = z|z0 ) > 0}, where z0 is any state where all agents are discontent.

2.3.3

Distributed Learning

For an independent sequence of wk , the above dynamics induce a Markov process over the finite state
space Z with transition matrix Pε . This process can be described as a regular perturbation on another
Markov process. Then, using a result of Young’s (Young, 1993), we use shortest paths in directed graphs
to identify the support of the stationary distribution of the unperturbed Markov process. Finally, we show
that the states in the support have favourable properties with respect to the network welfare.

2.3.4

Preliminaries

We briefly outline Young’s result on regular perturbed Markov processes (Young, 1993). Consider the
Markov processes on a state space X with transition matrices P0 and P , where a finite-valued  > 0
measures the noise level. The Markov chain induced by P0 describes some basic evolutionary process
such as best response dynamics, while the chain induced by P represents the perturbed process obtained
by introducing mistakes or experiments. This notion is formalised as follows.
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Definition 2.3.2. A family of Markov processes P is called a regular perturbation of a Markov chain
with transition matrix P0 if it satisfies the following conditions:
i. P is aperiodic and irreducible for all finite  > 0.
ii. lim→0 Pxy = P0xy , ∀x, y ∈ X.
iii. If Pxy > 0 for some , then ∃ r(x, y) ≥ 0, called the resistance of the transition x → y, such that
0 < lim −r(x,y) Pxy < ∞

(2.16)

→0

Property i ensures that there is a unique stationary distribution for all finite  > 0. Property ii ensures
that the perturbed process converges to the unperturbed process in the limit as  → 0. Property iii states
that a transition x → y is either impossible under P or it occurs with a probability Pxy of order r(x,y)
for some unique, real r(x, y) in the limit as  → 0. Note that r(x, y) = 0 if and only if P0xy > 0. Thus,
the transitions of resistance zero are the same as the transitions that are feasible under P0 .
Definition 2.3.3. A state x ∈ X is said to be stochastically stable if µ0x > 0, where µ0 is a stationary
distribution of P0 .
We are interested in characterizing the limiting distribution µ0 of P0 through its support, or the set
of stochastically stable states. To do this, we define two directed graphs. The first graph G := (X, EG )
has as vertex set the set of states X, and as directed edge set EG := {x → y | Pxy > 0, x, y ∈ X}.
Thus, a directed edge exists in G only if a single transition under P gets us from state x to y, for all
values of  ≥ 0. Finally, r(x, y) in (2.16) defines the weight or resistance of this directed edge in G.
To define the second graph, we first enumerate the recurrence classes of P0 as X1 , . . . , XL . Then,
we can define the resistance between two classes as the minimum resistance between any two states
belonging to these classes, i.e.,
r`1 `2 :=

min

x∈X`1 ,y∈X`2

r(x, y),

for `1 , `2 ∈ {1, . . . , L} .

(2.17)

Note that there is at least one path from every class to every other because P is irreducible. We now
define the second graph as G := ({1, . . . , L}, EG ). This graph has as vertex set the set of indices of the
recurrence classes of P0 , and as edge set the set of directed edges between members of the recurrence
classes. Also, r`1 `2 defines the resistance or weight of this directed edge.
Definition 2.3.4. Let an `-tree in G be a spanning sub-tree of G, such that for every vertex `0 6= `, there
exists exactly one directed path from `0 to `. Then, the stochastic potential γ` of the recurrence class X`
is defined as
X
rab
(2.18)
γ` := min
T ∈T`

(a,b)∈T

where T` is the set of all `-trees in G.

We can now state Young’s result for perturbed Markov processes (Young, 1993).

Theorem 2.3.1 (Theorem 4 from Young (1993)). Let P0 be a time-homogenous Markov process on the
finite state space X with recurrence classes X1 , . . . , XL . Let P be a regular perturbation of P0 , and
let µ be its unique stationary distribution for every small positive . Then,
i. as  → 0, µ converges to a stationary distribution µ0 of P0 ,
ii. the recurrence class X`∗ , with stochastic potential γ`∗ := min`∈{1,...,L} γ` , contains the stochastically stable states {x ∈ X : µ0x > 0}.
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Learning Pareto-efficient solutions

We begin by establishing that Young’s result applies to our system, resulting in a distributed algorithm
for Pareto-efficient learning in the presence of disturbances. To prove this result, we enumerate the
recurrence classes of P0 and the resistances between the classes. We use these values to identify the
structure of the tree with minimum stochastic potential.
Main Result
For ε = 0, the transition matrix P0 corresponds to an unperturbed Markov process, and we begin by
showing that Pε is a regular perturbation on P0 .
Lemma 2.3.2. The Markov process with transition matrix Pε is a regular perturbation on P0 .
Proof: We first show that Property i holds under Pε for ε > 0. Note that all states are accessible
from any state d ∈ D, from the definition of the state space Z. In other words, there exists an integer
τ > 0 such that P(zk+τ = z 0 |zk = d) > 0 for all z 0 ∈ Z. Next, note that both content and discontent
agents chooses an action with a probability distribution that is fully supported on Ai , as per (2.12).
Due to this, one or more agents can become discontent. Along with the interdependence property, this
ensures that all agents can consequently become discontent, and thus, a state such as d is accessible from
any other state. In other words, there exists an integer τ 0 > 0 such that P(zk+τ 0 = d|zk = z 0 ) > 0
for all z 0 ∈ Z. This proves that the Markov chain is irreducible. Furthermore, many of these states
permit a return to the same state with some positive probability, i.e., there exist states z ∈ Z such that
P(zk+1 = z|zk = z) > 0. These states are aperiodic, which in combination with the irreducibility
property effectively renders the Markov chain aperiodic.
By inspection of (2.12)–(2.13), it is clear that Property ii is satisfied. We now show that Property iii
holds. Note that the transition probabilities contain terms with exponents of ε or its complement. The
resistance r = 0 for transition probabilities containing complements of ε, because these transitions
occur under P0 . All other transition probabilities contain negative exponents of ε resulting in positive
resistances, as required by Property iii.
Next, we use Young’s result from Theorem 2.3.1 to obtain the distributed learning outcome stated
below.
Theorem 2.3.3. Let G be an interdependent n-person game on a finite joint action space A, subject
to i.i.d. disturbances from a finite set W. Under the dynamics defined in (2.12)–(2.13), a state z =
[ā, ū, m] ∈ Z is stochastically stable if and only if the following conditions are satisfied:
i. The action profile ā maximises the network welfare, i.e.,
(ā, w̄) ∈ arg max W = arg max
a∈A,w∈W

X

a∈A,w∈W i∈N

Ui (a, w)

(2.19)

ii. The benchmark actions and payoffs are aligned for the maximising disturbance, i.e., ūi = Ui (ā, w̄).
iii. The mood of each agent is content.
We present the proof for this theorem in the next section.
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Recurrence Classes
The states z ∈ Z can be classified into three categories: states where all agents are content or discontent
and states where some agents are content and others discontent. By inspecting the algorithm in (2.12)–
(2.13), it is easy to see that as ε → 0 the former states can be recurrent, but not the latter. We formalise
this notion below, by defining the recurrence classes D and Cm for 0 ≤ m < n and showing that there
are no other recurrence classes.
Discontent Class D: The states in this recurrence class correspond to those where all agents are discontent.
o
n
mi (z) = D, ∀i ∈ N
(2.20)
D := z ∈ Z
Note that the payoffs and action profiles are aligned, i.e., ūi (z) = Ui (ā(z), w), ∀z ∈ D, ∀i ∈ N and for
some w ∈ W. Also, corresponding to each action profile and disturbance pair (a, w) ∈ A × W, there is
a discontent state in this recurrence class.
States containing only content agents can be categorised further into n classes, Cm for 0 ≤ m < n,
as follows.
0th -Content Class C0 : This recurrence class contains singleton states where all agents are content, and
where the payoffs of all agents are aligned with the action profile for some value of the disturbance
w ∈ W, while satisfying the interval rule in (2.13) for all other values of the disturbance. Let Bi denote
the set of states that satisfy these conditions on the payoffs of the ith agent:
n
Bi := z ∈ Z ūi (z) = Ui (ā(z), w), for some w ∈ W,
o
(2.21)
|ūi (z) − Ui (ā(z), w̃)| ≤ ρ, ∀ w̃ ∈ W .
Then, the recurrence class C0 is defined as
n
C0 := z ∈ Z

mi (z) = C, z ∈ Bi , ∀i ∈ N

o

.

(2.22)

From the definition of ρ in (2.14), we know that corresponding to each action profile and disturbance
pair (a, w) ∈ A × W, there is a state in this recurrence class with payoffs satisfying (2.21).
There might also be states where the payoffs of all agents are not aligned with the action profile for
any single value of the disturbance w ∈ W. Some of these states can be recurrent, and belong to the
classes defined below.
1st -Content Class C1 : Suppose that a proper subset of agents J1 ⊂ N from a state z 0 ∈ C0 experiment
with different actions despite being content, and become content with their new utilities. If the rest of
the agents j0 ∈ J0 = N \ J1 do not notice this change, because their new utilities lie within the interval
[ūj0 (z 0 ) − ρ, ūj0 (z 0 ) + ρ] for all values of the disturbance, then the agents find themselves in a state z in
a recurrence class C1 .
n
C1 := z ∈ Z mi (z) = C, ∀i ∈ N,
∃(J0 , J1 ) s.t. J0 ∪· J1 = N,
z ∈ Bj1 ,
0

∀ j1 ∈ J1 ,

∃z ∈ C s.t. zj0 = zj0 0 ,
0

(2.23)

|ūj0 (z 0 ) − Uj0 (ā(z), w̃)| ≤ ρ,

o
∀ w̃ ∈ W, ∀ j0 ∈ J0 ,

where the symbol ∪· denotes a disjoint union of the subsets.
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A subset of agents from a state in C1 could experiment and find themselves in a state in a recurrence
class C2 . In general, states in the recurrence class Cm can be reached from a state in Cm−1 , following a
similar procedure. The recurrence class Cm is defined below.
mth -Content Class Cm : These recurrence classes contain singleton states where all agents are content,
and where the agents can be divided into m + 1 mutually disjoint subsets J0 , . . . , Jm , such that the utilities of the agents within each subset are aligned with an action profile for some value of the disturbance.
n
Cm := z ∈ Z mi (z) = C, ∀i ∈ N,
∃(J0 , . . . , Jm ) s.t. ∪· m
l=0 Jl = N,

z ∈ B jm ,
0

∃z ∈ C

∀ jm ∈ Jm ,

m−1

(2.24)

s.t. zj` = zj0 ` ,

|ūj` (z 0 ) − Uj` (ā(z), w̃)| ≤ ρ,

o
∀ w̃ ∈ W, ∀ j` ∈ N \ Jm .

There can be at most n disjoint subsets from a set of n agents, and hence m < n. Clearly, there might be
many states in Z, where the baseline payoffs and actions satisfy some, but not all, of the above conditions
for classes Cm , 1 ≤ m < n. These states are not recurrent, as we show below.
Lemma 2.3.4. The recurrence classes corresponding to the n-person interdependent game described
by (2.12)–(2.13) are D, and the singletons in C0 and Cm , for 0 < m < n, as defined in (2.20)–(2.24),
respectively.
Proof: Consider a state z ∈ D. Under P0 , each agent picks an action with uniform probability and
no utility ever makes an agent content. Thus, any accessible state remains in D.
Consider a singleton state in any of the classes C0 or Cm , for 0 < m < n. Under P0 , each agent
plays the same action again, and the utilities received by the agents satisfy the interval rule. Thus, the
agents remain in the same state.
In the Cm states, for 0 ≤ m < n − 1, when a subset of agents J ⊂ N choose a new action and
become content, there are two circumstances under which the new state is not recurrent. If a value of the
disturbance results in a payoff that does not satisfy the interval rule, the corresponding agent(s) become
discontent and a new state is reached, which has a mix of content and discontent agents. Under P0 ,
a discontent agent remains discontent. Furthermore, due to the interdependence property, a subset of
discontent agents will cause at least one content agent to violate the interval rule and become discontent.
This repeats until all agents are discontent, thus reaching D. A similar situation occurs if the new action
causes the payoff received by any agent in N \ J to fall outside the prescribed interval. Thus, in general,
no state with a mix of content and discontent agents, is recurrent.
Resistances and Trees
Transitions can occur between all three recurrence class types, namely D → C0 and vice versa, D → Cm
and vice versa, and Cl → Cm for 0 ≤ l, m < n and l 6= m. In addition, the singleton states in C0 and
Cm can transition to other singleton states within the same classes. All these transitions are enumerated
along with the corresponding resistances in Table 2.8. In this table, we use d ∈ D, z·0 ∈ C0 and
z·m ∈ Cm to denote states in the respective recurrence classes. Some of the entries contain the term r̄m ,
which is given by
r̄m = mc2 +

m(m + 1)
4 + m − m2
c−
, 0<m<n.
2
2

(2.25)
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Table 2.8: Resistances Between Recurrence Classes

No.

Path

Resistance Relationship
P
rdz 0 = i∈N 1 − ūi (z 0 )

1

D → C0

2

D → Cm

rdz m =
minz 0 ∈C0 rdz 0 + rz 0 z m

3

C0 → D

rz 0 d = c

4
5

Cm → D

rz m d = c

C0 → C0

6

Cm

7

Cl → Cm ,

→

c ≤ rz10 z20 ≤ 2c

Cm

0 ≤ l, m < n, m 6= l

c ≤ rz1m z2m ≤ r̄m
|m − l|c ≤ rz1m z2m ≤ r̄m

The calculations for the entries in Table 2.8 are presented below. We use d, z 0 and z m to denote a
state d ∈ D and singleton states z 0 ∈ C0 and z m ∈ Cm , respectively.
0
Let us begin with row 1 of Table 2.8. The transition d →
only when all agents are content
Q z occurs
with the received payoffs, which happens with probability i∈N ε1−ui . This gives us the resistance rdz 0
in row 1. The resistance rdz m in row 2 follows from the definition of a resistance between recurrence
classes in (2.17) and the fact that the transition d → z m only occurs through a state z 0 .
For the transition z 0 → d to occur, at least one content agent must experiment and become discontent, which happens with probability of order O(εc ). Then, all agents become discontent eventually.
Thus, rz 0 d = c in row 3. The same holds for the transition z m → d in row 4.
In row 5, the transition z10 → z20 between the singleton states z10 , z20 ∈ C0 can occur in multiple
ways. The transition with the least resistance occurs when an agent experiments with a new action and
becomes content with the payoff it receives, while not affecting the payoffs of any other agent. Thus,
rz10 z20 ≥ c + 1 − ūi (z20 ) ≥ c. In general, however, this transition occurs through intermediate states in
P
D, resulting in rz10 z20 ≤ c + i∈N 1 − ūi (z20 ) ≤ c + n ≤ 2c. Transitions through states in Cm are not
considered because these incur resistances of greater than 2c.
A similar argument can be applied to calculate the resistance rz1m z2m of a transition between two
singleton states z1m , z2m ∈ Cm in row 6. When the transition only requires one agent to experiment and
be content with a new action, rz1m z2m ≥ c+1− ūi (z2m ) ≥ c. Other transitions occur through intermediate
states in D, resulting in
X
rz1m z2m ≤
min
c+
1 − ūi (z 0 )
z 0 ∈C0 ,z 1 ∈C1 ,...,z m−1 ∈Cm−1

i∈N

+ rz 0 z 1 + · · · + rz m−1 z2m
The worst case least resistance path z 0 → z2m occurs when n − 1 agents experiment and become
content to ensure z 0 → z 1 , n − 2 agents experiment and become content to ensure z 1 → z 2 and so
on until n − m agents experiment and become content to ensure z m−1 → z2m . This can happen when
intermediate states, which are required to ensure that z 0 → z2m occurs with fewer experimenting agents,
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are not recurrent. Thus, we get
rz1m z2m ≤

min

z 0 ∈C0 ,z 1 ∈C1 ,...,z m−1 ∈Cm−1

+ (n − 1)c +

n−1
X
j1 =1

|

ūi (z 0 )

i∈N

}

rz 0 z 1

+ (n − m)c +

X

1 − ūj1 (z 1 ) + . . .

{z

|

c+n−

n−m
X
jm =1

1 − ūjm (z2m )

{z

}

rzm−1 zm
2

≤c + n + (n − 1)c + n − 1 + · · · + (n − m)c + n − m
Using the fact that c > n and summing over the series, we obtain the upperbound in (2.25). Again,
transitions through states in Cl , for l 6= m, are not considered because these may incur resistances of
greater than r̄m .
Similar arguments can be used to calculate the resistance in row 7 of a transition between two
singleton states z l ∈ Cl and z m ∈ Cm , for 0 ≤ l, m < n and m 6= l. The least resistant paths require
|m − l| agents to experiment and become content, and other transitions occur through an intermediate
state in D. Transitions through other states in Cs , for 1 ≤ s < n, are not considered as the resistances
of such paths can be higher than r̄m .
We can now compute the stochastic potential of a state in C0 and show that a minimum potential
tree is rooted at a singleton in C0 .
Lemma 2.3.5. The stochastic potential of a state z 0 ∈ C0 is
!
n−1
X
X

|Cm | − 1 +
1 − ūi (z 0 ) .
γ(z 0 ) = c
m=0

(2.26)

i∈N

Proof: First we show that γ(z 0 ) is less than or equal to the right hand side in (2.26), and then we
show the reverse, thus proving the equality relationship in the lemma.
0
To show the first path, construct the following tree T rooted at z 0 : Add a directed link z 0 → d
0
with resistance c between every z 0 ∈ C0 \ z 0 and some d ∈ D. Then, add a directed link z m → d
with resistance c between every z m ∈ Cm , for P
0 < m < n, and some d ∈ D. Finally add a directed
link d → z 0 from some d ∈ D, with resistance i∈N (1 − ūi (z 0 )). The resistance of this tree γ(T ) =
P
P
m
0
0
c( n−1
i∈N (1 − ūi (z )), thus establishing that γ(z ) ≤ γ(T ).
m=0 |C | − 1) +
0
0
To show the reverse, consider a general tree T rooted at z . It may differ from T in one or more of
the following aspects:
(a) It may contain a path of length q between the discontent class and the singleton z 0 , such as d →
m
m
z1m1 → . . . zq q → z 0 , where d ∈ D, z1m1 ∈ Cm1 , . . . , zq q ∈ Cmq .
(b) It may contain paths of length s between a singleton from any of the mth -content classes and the
discontent class, such as z m → z1m1 → . . . zsms → d, where z m ∈ Cm , z1m1 ∈ Cm1 , . . . , zsms ∈
Cms and d ∈ D.
m

q
m1
From Table 2.8,
P we note that 0the path of length q in case (a) has a resistance r(d →0 z1 → . . . zq →
0
z ) ≥ qc + i∈N (1 − ūi (z )). Construct a tree T(a) by replacing this path in T with a set of links
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Table 2.9: Payoffs in Example 3

{a1 , a2 , w}
{0, 0, 0}
{0, 0, 1}
{0, 1, 0}
{0, 1, 1}
{1, 0, 0}
{1, 0, 1}

{a1 , a2 , w}

u1

u2

0.30
0.40
0.20
0.10
0.60
0.50

0.40
0.30
0.10
0.20
0.50
0.60

{1, 1, 0}
{1, 1, 1}
{2, 0, 0}
{2, 0, 1}
{2, 1, 0}
{2, 1, 1}

u1

u2

0.80
0.90
0.65
0.55
0.75
0.85

0.90
0.80
0.55
0.65
0.85
0.75

0
zimi →
a total resistance of
P d, for 1 ≤ i0 ≤ q, and d → z . By making these changes, we obtain
0
qc + i∈N (1 − ūi (z )). Thus, we have constructed a tree with γ(T(a) ) ≤ γ(T ).
Next, note that the path in case (b), z m → z1m1 → . . . zsms → d has a resistance r ≥ (s + 1)c.
Construct a tree T(b) by replacing the links in the path with the links z m → d and zimi → d, for 1 ≤ i <
s, each of resistance c. Then, γ(T(b) ) ≤ γ(T 0 ). Thus, we have shown that γ(T ∗ ) = γ(T ) ≤ γ(z 0 ).

Lemma 2.3.6. The states in the recurrence class D and the singletons Cm , for 0 < m < n, are not
stochastically stable.
Proof: Consider a tree rooted at D. Then, it must contain a link z 0P
→ d, for some d ∈ D, of
resistance c. Replace it with the link d → z 0 that incurs a lesser resistance i∈N (1 − ūi (z 0 )) ≤ n < c.
Thus, we have constructed a tree rooted at z 0 with lower potential.
Similarly, consider a tree rooted at z m ∈ Cm , forP0 < m < n. This tree must contain a path
d → z 0 → z 1 → · · · → z m , with resistance r ≥ mc + i∈N (1 − ūi (z 0 )). Replace the links in the path
z0 → P
z m with the links z l → d0 , for 0 < l ≤ m and d0 ∈ D, which results in a resistance of exactly
mc + i∈N (1 − ūi (z 0 )). Thus, we have constructed a tree rooted at z 0 with lower stochastic potential,
and proved our result.
Proof of the Main Result
We now present the proof of Theorem 2.3.3.
Proof: The stochastically stable states are contained in the recurrence class of P0 with minimum stochastic potential (from Theorem 2.3.1). From Lemma 2.3.6, we also know that the recurrence class with
minimum stochastic potential is rooted at a singleton in C0 .
Lemma 2.3.5 gives us the minimum stochastic potential as
γ(z

0,∗

) = min c(
z0 ∈C0

n−1
X

m=0

|Cm | − 1) +

X
i∈N

(1 − ūi (z 0 ))

P
Thus, the action profile corresponding to the state z 0,∗ must satisfy ā(z 0,∗ ) ∈ arg maxa∈A,w∈W i∈N Ui (a, w).
From the definition of the recurrence class C0 in (2.22), we obtain statements ii and iii of the theorem.

2.3.6

Examples

We present a simple example of a two-agent interdependent game to illustrate the results of Theorem 2.3.3, and then apply this method to the ramp coordination problem.
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Table 2.10: Fraction of occurrence of states in Example 3

State z
{[0, 0.10, C], [1, 0.20, C]}

No.

State z

No.

{[1, 0.60, C], [0, 0.50, C]}

0.0013

{[1, 0.80, C], [1, 0.90, C]} 0.9532 {[1, 0.90, C], [1, 0.90, C]}

0.0123

0.0009

{[1, 0.50, C], [0, 0.60, C]}

0.0016

{[1, 0.90, C], [1, 0.80, C]}

0.0032

{[2, 0.55, C], [0, 0.65, C]}

0.0007

{[2, 0.85, C], [1, 0.85, C]}

0.0022

{[2, 0.85, C], [1, 0.80, C]}

0.0006

{[1, 0.8, C], [1, 0.85, C]}

0.0002

{[2, 0.55, C], [0, 0.55, C]}

0.0002

{[2, 0.85, C], [1, 0.75, C]}

0.0059

{[1, 0.50, C], [0, 0.50, C]}

0.0004

{[1, 0.90, C], [1, 0.85, C]}

0.0034

{[2, 0.65, C], [0, 0.55, C]}

0.0004

{[2, 0.75, C], [1, 0.85, C]}

0.0015

{[2, 0.65, C], [0, 0.65, C]}

0.0014

{[2, 0.65, C], [0, 0.60, C]}

0.0007

{[2, 0.75, C], [1, 0.80, C]}

0.0088

Example 3. Consider a simple game G2 with n = 2 agents. The action sets, disturbance set and payoffs
are given in Table 2.9. The disturbance process is uniformly distributed on {0, 1}. It is easy to verify
that ρ = 0.1 (from (2.14)), and that the interdependence property (from Definition 2.3.1) is satisfied, for
G2 .
We simulated 106 iterations of the algorithm (2.12)–(2.13) in Matlab, with a time-varying ε-sequence,
and c = 2. The experimentation rate was modified by setting εk+1 = 0.99995εk , with an initial value of
ε1 = 0.1. The results of a typical sample run of our simulation are presented in Table 2.10, validating
the results of Theorem 2.3.3. The average welfare over all the iterations was 1.6937.
In Table 2.10, we have displayed a list of states and the normalised number of occurrences of these
states, only when this figure was larger than 0.0001. This is because a total of 101 states were explored
by this simulation. Note that some of the states, such as {[2, 0.85, C], [1, 0.80, C]} are examples of states
in C1 .
The average welfare obtained from playing the optimal action profile(s) will, in general, be different
from W ∗ , the maximum welfare in (2.19). This is because the optimal action profile maximises the
welfare for the most favourable value of the disturbance as per Theorem 2.3.3. When averaged over all
possible values of the disturbance, the welfare will lie in the interval [W ∗ − nρ, W ∗ + nρ], depending
on Pw . For the above example, the average welfare equals W ∗ , which may not always be the case as we
see in the next example.
Example 4. In freeway traffic control, one seeks to estimate the occupancy of a freeway, usually via
loop detectors (Gibbens and Saatci, 2008), and subsequently adjust speed limits (Hegyi et al., 2005)
or traffic lights on the onramps (Papageorgiou and Kotsialos, 2000), a technique known as ramp metering, to improve traffic flow. However, popular freeway traffic models such as the cell transmission
model (Daganzo, 1994, 1995) or the Metanet model (Messner and Papageorgiou, 1990), see also Payne
(1971) for an overview of traffic models, are highly nonlinear and methods to design controllers for
traffic networks often do not scale well. To reduce the communication and computation burden, distributed controllers that act on mostly local information are required. Model-based approaches for
decomposition exist (Dunbar and Murray, 2006; de Oliveira and Camponogara, 2010), but in fact,
local feedback (Papageorgiou et al., 1991) and the combination of local feedback and heuristic, highlevel coordination (Papamichail et al., 2010b) are among the most popular and practically successful
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Figure 2.15: Map of the Grenoble South Link as depicted in de Wit et al. (2015) and the corresponding freeslow
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strategies. To demonstrate its versatility, we will evaluate the efficacy of our method in learning a ramp
coordination pattern,
for given local controllers.
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off-ramp, etc.) equipped
with magnetometers,
see Table I.
proach
can potentially
avoid traffic breakdown in congestion and reduce the sum of travel times of all
drivers (TTS, Total Time Spent). An effective metering strategy is to control the inflow such that the local
traffic density does not exceed the threshold to congestion, the so-called critical density (Papageorgiou
et al., 1991).
However,
are
limits
to this strategy. Multiple ramps, each controlling the local traffic
single-vehicle speed, inter-vehicle
time gap and
vehicle length.there
The latter
piece
of information
densities,
coupled
by the
mainline
can be used, for example,
for safety are
or vehicle-class
distribution
analyses:
however, flow
for the as traffic travels downstream and congestion queues can spill
upstream.
If no
control
action
of adata.single ramp is sufficient to prevent congestion of an adjacent
sake of simplicity, in back
the rest of
this article we will
exclusively
deal with
macroscopic
bottleneck, then9 coordination between ramps may hold the answer (Papamichail et al., 2010b).
In this example, we aim to learn a coordination pattern, while the low-level metering policy remains
fixed. We consider ten ramps on a freeway located in Grenoble, as presented in de Wit et al. (2015)
and depicted in Figure 2.15. We allow for ramps either to control only the local traffic density (LOC)
or to coordinate with downstream ramps (COR) and control the ramp occupancy, i.e. the queue length
divided by the ramp length, according to the occupancy of the next downstream ramp. Therefore, the
action set for every agent, i.e., every ramp i is Ai = {LOC, COR}. The utility is computed by simulations of the freeway using the modified cell-transmission model as described in Karafyllis et al. (2014),
which uses a non-monotonic demand function to model the capacity drop empirically observed in a
congested freeway. The local utility for agent i is computed as the sum of the total travel time of all
cars in the adjacent section of the freeway and the total waiting time in the onramp queue, which is
then mapped to the interval [0, 1] via a linear transformation. The utilities do not only depend on the
action profile but also on the traffic demand, which acts as an external disturbance. We consider real
traffic demands during peak hours of the weekdays May 11th - May 15th , and hence, the disturbance set
is W = {Mon, Tue, Wed, Thu, Fri}.
We do not try to identify ρ as per (2.14) or verify the interdependence property in this example.
Instead, we simply choose ρ to be sufficiently large to ensure convergence of the algorithm within a
reasonable number of iterations. We ensure that interdependence holds by complimenting the interaction
graph with a communication graph, as suggested in Menon and Baras (2013b). Each agent broadcasts
the mood it computes in (2.13). It then receives all the other agents’ moods and performs the following
20
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m̃i,k+1 = D
m̃j,k+1 = C, ∀j ∈ N

(2.27)

otherwise

where m̃i,k+1 is the mood of the ith agent updated locally as per (2.13). The above update compliments
the interaction between the agents by coupling the moods, and is controlled by the parameter β. If each
agent broadcasts its mood to all other agents, this update alone will suffice to ensure the interdependence
property, irrespective of the utility functions. Thus, all the results in this paper, including Theorem 2.3.3,
can be shown to hold for this modified algorithm, for ρ chosen as per (2.14). However, in a realworld setting it might be difficult to compute a suitable bound on ρ beforehand. Instead, we chose ρ
empirically to facilitate quick convergence, sacrificing the guarantees that come with Theorem 2.3.3.
The performance is then checked a posteriori.
We simulated 1000 iterations of the algorithm (2.12)–(2.13), (2.27), in Matlab, with ε = 0.0001, c =
10, β = 0.00005 and ρ = 0.6. The algorithm explored 36 different action profiles before settling on the
ramp coordination schedule [COR, LOC, LOC, COR, COR, COR, LOC, LOC, COR, LOC]> . The corresponding
baseline utility was 9.6 and the algorithm spent 890 out of 1000 iterations in the above state. The
average utility obtained over the entire simulation run was 8.72, in comparison to an average utility
of 6.30 for the uncontrolled case. In terms of travel times, this corresponds to savings of 31% over
the uncoordinated case. Note that we compute the savings just for the rush-hour period and therefore
this value might exceed the savings typically reported for ramp metering field trials, which are usually
computed for the entire day (Papageorgiou and Kotsialos, 2000).

2.3.7

Conclusions

We presented a distributed learning algorithm, based on the algorithm in Marden et al. (2014), that can
be used to learn Pareto-efficient solutions in the presence of disturbances. Our algorithm learns efficient
action profiles corresponding to the most favourable disturbance, and specifies a range for the average
welfare. In general, the approach outlined in this paper is particularly well suited to problems where the
disturbances can be modelled as a finite set of small perturbations from a nominal model. Our examples
validated the main result in our paper, and also illustrated both the potential and the drawback of this
randomised approach.
We applied this algorithm to the ramp coordination problem in traffic control with promising results. However, the algorithm required a thousand randomized trials to learn a good action profile. In
the context of traffic control, this corresponds to a thousand days with experimental controls applied
during peak hours with absolutely no performance guarantees. This is hardly a feasible solution. The
randomized algorithm presented here could still be used if there was a simulation environment to learn
the optimal policy in. Such a simulation environment would have to be realistic enough for the learnt
policy to be optimal when applied to the real world. This is definitely not the case with traffic control.
In summary, the randomized algorithm provides a strong theoretical guarantee, but is not implementable
in its current form in a real world application.
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Towards optimal scalable traffic control

The problem of traffic congestion has always been a crucial aspect for the design of efficient infrastructures, but it is particularly in the second half of the last century that this phenomenon has become
predominant, due to the quickly increasing traffic demand and the more frequent congestions. Congestions appear when too many vehicles try to use a common transportation route, which, due to physical
reasons, has limited capacity. If it happens, they lead to queueing phenomena or, even worse, to a severe
degradation of the available infrastructure’s usage. Hence, congestions result in reduced safety, increased
pollution and excessive delays. Economic implication of such events are recently widely discussed (He
and Zhang, 2015; Sweet, 2015).
Traffic in urban scenarios is mainly regulated by the traffic lights installed at intersections of roads.
Even though these devices were first conceived to guarantee avoidance of collision, with steadily increasing traffic demands it was soon realized that they may lead to more or less efficient network operation.
Therefore, the idea to increase the efficiency of the infrastructure using smart traffic lights policies has
constantly been employed in academic and industrial research.
Moreover, a crucial aspect of the today traffic management policies is the huge amount of data available to the decision maker (e.g., sensors installed at every urban intersection) and the heavy number of
decision it has to take (e.g., one for each urban intersection). Modern traffic control policies, therefore,
have to take into account such vital aspects. Overloading the decision maker can lead to the most negative consequences, like failure and crushes. As such, control strategies have to come with some key
features, among which capability to handle big data and scalability to any network size. These goals
are, in some way, in contrast with the optimality objective. In general scenarios, it is very hard to produce scalable algorithms that also ensure optimality of the result. The work presented in this deliverable
addresses these topics, developing a decentralized decision making scheme, that has low computational
prize and achieves good performances with respect to a global optimum that would practically be too
expensive to calculate in real time. Also, the strategy we elaborated is based on the receding horizon
philosophy; this choice is due to the fact that in traffic scenarios demands are continuously changing
and, therefore, proactive decisions are needed. Our control scheme is able to accomplish such requirement, i.e., it may improve the quality of the system in the upcoming future taking into account external
demands.
Some existing strategies, called fixed–time techniques (Robertson, 1969), have limitations due to
their settings, which are based on historical, rather than real–time, data. A survey about the existing
techniques can be found in Papageorgiou et al. (2003). More advanced schemes have been presented
recently and they refer to different models for the network and for the chosen control actions, such as max
pressure control (Varaiya, 2013) and cooperative green lights policies (Savla et al., 2014). Concerning
the control action, we will instead contribute focusing on a more realistic representation of traffic lights,
whose mathematical abstraction often produces problems difficult to solve, due to the binary (greenred) nature of these signals. Because of that, scientific works often consider optimization that takes
into account either bandwith maximization via phase shift selection (Little, 1966; Gartner et al., 1991)
or duty cycle design (Grandinetti et al., 2015). The control of both parameters is a very challenging
problem still open in transportation optimization environments. In this work, we indeed decided to deal
with the most general and difficult problem: the control of traffic lights, in urban networks, parametrized
by two degrees of freedom: such representation (i.e., their description with two variable time instants)
includes the most generic scenario, being able to embody phase shift as well as duty cycle.
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ur (t)

kT

(1)

kT + σr

(2)

kT + σr

t
(k + 1)T

Figure 2.16: Traffic lights described as a time trajectory with two degrees of freedom, represented by the timed-controlled
(1)
(2)
variables σr , σr .

2.4.1

Traffic network description

In this section we first motivate the mathematical representation of traffic lights and, then, describe the
network’s model and our chosen measures of traffic performance.
Traffic lights model
Traffic lights are electronic devices installed at the end point (w.r.t. the flow direction) of roads for the
purpose to avoid any collision between vehicles. A traffic light can either allow of forbid vehicles to
continue their route, therefore it can be mathematically described as a map from the set of time instants
to the set {0, 1}.
In a typical urban environment a fixed cycle length T is assigned for the traffic lights. This cycle
is a slot of time during which every traffic light can switch from green to red (or viceversa) at most
once. Several physical reasons justify such a behavior: faster switching may, in fact, give unfavourable
consequences regarding pollution generation and drivers comfort, since in this case vehicles will have
to stop–and–go with higher frequency. Typical values for T are from 90 seconds up to 2 minutes.
To fully capture the above mentioned dynamics we decide to describe the time trajectory of traffic lights with a two-degree-of-freedom trajectory (see Fig. 2.16), given by the vector of two natural
 (1) (2) 
numbers σr = σr σr
∈ {Ts , 2Ts , . . . , T }2 , where Ts is the sampling time used to discretize the
dynamics, such that T /Ts ∈ N. Hence, σr represents the raising and falling time instants of the signal
ur :
(
(1)
(2)
1 if σr ≤ t ≤ σr
ur (t, σr ) =
(2.28)
0 otherwise,
where t has to be intended modulo T .
Traffic dynamics on signalized networks
To describe traffic’s time evolution we use the description given by a mass conservation law (Lighthill
and Whitham, 1955; Richards, 1956) and by its discrete-time representation widely known as Cell Transmission Model (CTM) (Daganzo, 1994). In particular, we consider an extension of the CTM for networks with FIFO policy at intersections, similar to the one we already introduced in Grandinetti et al.
(2015). A urban network is a collection of roads entering it (Rin ), internal roads (R), and exiting roads
(Rout ). We use the word intersections to identify locations where two or more roads merge. Such intersections have no capacity storage and they are signalized, in the sense that the traffic flow exiting
each road r ∈ Rin ∪ R is regulated by a traffic light whose value at time instant t will be denoted by
ur (t, σr ) ∈ {0, 1}. Whether two roads r and q are connected to the same intersection in such a way that
flow can exit r and enter q we use the notation r _ q (q is downstream w.r.t. r). Furthermore, to every
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road q is associated a value βq ∈ (0, 1) (split ratio) that expresses the percentage of the flow upstream q
which actually wants to turn in q.
In urban scenarios we consider every road r as a cell of the CTM, hence the value of vehicles’
density in it, indicated as ρr (which we consider as normalized w.r.t. the length Lr of the roads itself)
depends on the flows frin and frout , entering and exiting r, respectively.
Inflow and outflow values are given according to the demand and supply paradigm (Lebacque, 1996).
Given a road r its demand Dr is the flow of vehicles that want to exit r; its supply Sr is the flow that r
can receive according to its storage capacity.
Every road r is characterized by given parameters: the maximum speed in free flow vr , the speed
in congestion phase wr , the maximum density allowed ρmax
and the maximum flow ϕmax
r
r . Whether the
system is sampled with step size Ts , to ensure stability it must hold Ts vr /Lr < 1, for every road.
Finally, external traffic demand for every road r entering the network is indicated by Drin , and external supply for every road q exiting the network is indicated by Sqout .
The model is given by the following set of equations:


ρr (t + Ts ) = ρr (t) + Ts frin (t) − ur (t, σr )frout (t)
(2.29a)
(
min{Drin (t), Sr (t)}, r ∈ Rin
frin (t) =
(2.29b)
P
βr q:q_r uq (t, σq )fqout , oth.

out
out

r (t)}, r ∈ R
min{D
( r (t), S
)

frout (t) =
(2.29c)
Sq (t)

min
D
(t),
, oth.
r

βq
Dr (t) =
Sr (t) =
ur (t, σr ) =

q:r_q
max
min{vr ρr (t), ϕr }
max
min{ϕmax
− ρr (t))}
r , wr (ρr
(
(1)
(2)
1 if σr ≤ t ≤ σr

0 otherwise.

(2.29d)
(2.29e)
(2.29f)

mod T

Urban traffic performance metrics
Traffic behavior needs to be evaluated and assessed with respect to properly defined performance indices.
There exist several metrics in literature to address traffic performance evaluation; in this paper we focus
mainly on two features of the urban network.
Service of demand (SoD) A urban traffic network is an highly dynamical environment that continously receives demand from outside. This demand cannot be ignored just to favour the inner quality of
the system, because the external request will end up growing with several undesired effects, due to the
bigger and bigger queues arising outside.
For this reason we consider as quality of the service for a road r ∈ Rin the number of vehicles
(users) served by that road:
SoDr (t) = frin (t)|r∈Rin =

max
= min Drin (t), ϕmax
− ρr (t)) ,
r , wr (ρr

(2.30)

To improve performance we would like to maximize the sum of (2.30) over all roads in Rin .
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Optimization of the infrastructures usage In urban networks there are roads preferred by the users.
The civil authority would like to set traffic lights as to diminuish this usage disparity, to guarantee a more
equilibrate diffusion of vehicles, thus reducing hard congestions in main streets as well as the possibility
of accidents.
A standard metric that takes into account this behavior is the Total Travel Distance (Gomes and
Horowitz, 2006), defined as follows:

TTDr (t) = min vr ρr (t), wr (ρmax
− ρr (t)) .
(2.31)
r
We want to maximize the sum of (2.31) over all roads in R∪Rout (because boundary flows are considered
by SoD).

2.4.2

Centralized optimal control

The control strategy we designed consists in solving an optimization problem at the beginning of every
cycle (i.e., every t0 = kT , k ∈ N), in order to decide the optimal traffic lights in the upcoming cycle.
Such procedure optimizes the traffic behavior using a receding horizon philosophy that predicts densities
ρ(t0 + nTs ), n = 1, . . . , T /Ts . Predictions are carried out assuming that a measure of densities ρ(t0 ) is
available for the controller.
The optimal values σ ∗ , i.e., the optimal activation time instants for the traffic lights, are given by:
∗

σ = arg max
σ

T /Ts 

X

n=1

X

a1

TTDr (t0 + nTs )+

r∈R∪Rout

+ a2

X


SoDr (t0 + nTs )

(2.32)

r∈Rin

under network dynamics (2.29)
∀ t = t0 + nTs , n = 1, . . . , T /Ts ,
where a1 , a2 ∈ R are weights for the two involved objectives.
In the rest of this section we show that equations (2.29) and the objective function can be reformulated using logical constraints and variables, obtaining a mixed integer linear problem (MILP). To this
aim, we use the reasoning outlined in Bemporad and Morari (1999). At the end of the reformulation, the
problem’s constraints, instead of (2.29), will be given by (2.34)–(2.38),(2.41),(2.43)–(2.45).
Such final formulation of the problem is more convenient because MILPs are extensively studied,
and there exist good numerical solvers to deal with them, e.g. Gurobi Optimization (2015).
Traffic lights constrained trajectory
(1)

(2)

Introducing the binary variables δr (t), δr (t), the constraint expressed by (2.28), for a given time
instant t, is equivalent to the following:
 (1)



δr (t) = 1 ←→ σr(1) ≤ t
(2.33a)
 (2)



δr (t) = 1 ←→ t ≤ σr(2)
(2.33b)


 (1)

(2)
ur (t) = 1 ←→ δr (t) = 1 ∧ δr (t) = 1 .
(2.33c)
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Let M (1) and m(1) upper and lower bounds6 such that m(1) < σr − t < M (1) , for every σr ; then
(2.33a) is equivalent to the following constraints:
(1)

(1)

(2.34a)

σr(1) − t ≤ M (1) (1 − δr(1) (t))
σr(1)

−t>

(2.34b)

m(1) δr(1) (t).

(2)

(2)

Similarly, let M (2) and m(2) such that m(2) < σr −t < M (2) , for every σr ; then (2.33b) is equivalent
to the following constraints:
σr(2) − t ≤ M (2) (1 − δr(2) (t))
σr(2)

−t>

m(2) δr(2) (t).

(2.35a)
(2.35b)

Finally, the constraint (2.33c) is equivalent to the following:
ur (t) − δr(1) (t) ≤ 0
ur (t) −

δr(2) (t)

≤0

δr(1) (t) + δr(2) (t) − ur (t) ≤ 1
δr(1) (t), δr(2) (t)

(2.36a)
(2.36b)
(2.36c)

∈ {0, 1}.

Depending on the physics of system it may be useful to impose another constraint: we can require that
(1)
(2)
the rising instant σr and the falling one σr are sufficiently separated in time, so ensuring that too
short green slots are avoided. This can be obtained with the following constraints:
σr(1) + σrmin ≤ σr(2)

Ts ≤

σr(1) , σr(2)

≤ T,

(2.37a)
(2.37b)

where σrmin are consistently assigned to every traffic light.
Collision avoidance constraints
To guarantee the safe crossing we impose an hard constraint such that at every time instant only one
among roads entering the same intersection has the right of way. This condition is expressed by the
following linear constraint:
X
ur (t, σr ) ≤ 1,
(2.38)
r:r_q

for every road q. Notice that constraint (2.38) let the further freedom to assign red to all traffic lights at
the same intersection, if it is required.
State constraints
The dynamics defined in (2.29) is non linear due to the min operator and to the product between flows
and traffic lights’ values. Our aim is to show how such a dynamics may be reformulated with mixed
integer linear constraints.
6
Here and in what follows the numerical values for these bounds are omitted. Notice that flows in the network are always
in [0, ϕmax ], while time instants indicated by σ are in [Ts , T ]. Bounds can be manually set even if some software, like Yalmip
(Lofberg, 2004), is able to determine them while parsing the problem formulation.
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Let σ be a vector containing σr ’s for every road r, and let f¯rin (t, σ) and f¯rout (t, σ) be the following
modified flows:
( P
βr q:q_r f¯qout (t, σ), r ∈ R ∪ Rout
in
f¯r (t, σ) =
(2.39a)
frin (t),
r ∈ Rin
(
ur (t, σr )frout (t), r ∈ Rin ∪ R
out
f¯r (t, σ) =
(2.39b)
frout (t),
r ∈ Rout .
We now show a scheme to rewrite (2.39b), i.e., min of several functions multiplied by a binary variable.
For every road r ∈ Rin ∪R let d(r) (t) ∈ {0, 1}h be a vector of binary variables, where h = 1+#{q :
r _ q}. Then the definition of outflow (2.29c) is equivalent to the following constraints:
 (r)



d0 (t) = 1 −→ frout (t) = Dr (t)
(2.40a)
"
#
 (r)

Sq (t)
dq (t) = 1 −→ frout (t) =
∀q : r _ q
(2.40b)
βq
"
#

 (r)
Sq (t)
d0 (t) = 1 −→ Dr (t) ≤
∀q : r _ q
(2.40c)
βq
"
#
 (r)

Sq (t)
Si (t)
di (t) = 1 −→
≤
∀ i 6= q
(2.40d)
βq
βi
h
X

d(r)
i (t) = 1.

(2.40e)

i=1

Given the following upper and lower bounds: l0 < frout (t)−Dr (t) < L0 , lq < frout (t)−Sq (t)/βq < Lq ,
ψ0 < Dr (t) < Ψ0 , ψq < Sq (t)/βq < Ψq , logical constraints (2.40a)–(2.40d) are equivalent to the
following linear ones:
frout (t) − Dr (t) ≥ l0 (1 − d(r)
0 (t))
Sq (t)
frout (t) −
≥ lq (1 − d(r)
q (t))
βq

(2.41a)
(2.41b)

frout (t) − Dr (t) ≤ L0 (1 − d(r)
0 (t))
Sq (t)
≤ Lq (1 − d(r)
frout (t) −
q (t))
βq
Sq (t)
+ (Ψ0 − ψq )(1 − d(r)
Dr (t) ≤
q (t))
βq
Sq (t)
Si (t)
≤
+ (Ψq − ψi )(1 − d(r)
q (t))
βq
βi

(2.41c)
(2.41d)
(2.41e)
(2.41f)

∀ q : r _ q, ∀ i 6= q
d(r) (t) ∈ {0, 1}h ,
for every road i and j 6= i.
Finally, given ur (t, σ) ∈ {0, 1} setting
(
frout (t) if ur (t, σ) = 1
f¯rout (t, σ) = ur (t, σ)frout (t) =
0
otherwise

(2.42)
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is equivalent to
g(1 − ur (t, σ)) + f¯rout (t, σ) ≤ frout (t)
−G(1 − ur (t, σ)) − f¯out (t, σ) ≤ −f out (t)
−Gur (t, σ) +

gur (t, σ) −

r
f¯rout (t, σ)
f¯rout (t, σ)

(2.43a)
(2.43b)

r

(2.43c)

≤0

(2.43d)

≤ 0,

where g < frout (t) < G.
Objective functions
The metrics illustrated in Section 2.5.2 are nonlinear functions of roads’ density. Therefore, we use the
same technique previously employed, which allows us to transform their expression as linear constraints.
SoD Using the scheme illustrated by (2.40)–(2.43), expression (2.30) is equivalent to:
π1 (1 − b1 (t)) ≤ SoDr (t) − Drin (t) ≤ Π1 (1 − b1 (t))
π2 (1 − b2 (t)) ≤ SoDr (t) −

π3 (1 − b3 (t)) ≤ SoDr (t) −

ϕmax
r

≤ Π2 (1 − b2 (t))

wr (ρmax
r

(2.44a)
(2.44b)
(2.44c)

− ρr (t))
max
SoDr (t) − wr (ρr − ρr (t)) ≤ Π3 (1 − b3 (t))
Drin (t) ≤ ϕmax
+ (P1 − p2 )(1 − b1 (t))
r
Drin (t) ≤ wr (ρmax
− ρr (t)) + (P1 − p3 )(1 − b1 (t))
r
max
in
ϕr ≤ Dr (t) + (P2 − p1 )(1 − b2 (t))
ϕmax
≤ wr (ρmax
− ρr (t)) + (P2 − p3 )(1 − b2 (t))
r
r
max
wr (ρr − ρr (t)) ≤ Drin (t) + (P3 − p1 )(1 − b3 (t))
wr (ρmax
− ρr (t)) ≤ ϕmax
+ (P3 − p2 )(1 − b3 (t))
r
r
3

(2.44d)
(2.44e)
(2.44f)
(2.44g)
(2.44h)
(2.44i)
(2.44j)

b(t) ∈ {0, 1} ,

where Π, P (π, p) are upper (lower) bounds consistently chosen.
TTD Similarly, expression (2.31) is equivalent to the following:
γ1 (1 − c1 (t)) ≤ TTDr (t) − vr ρr (t)

TTDr (t) − vr ρr (t) ≤ Γ1 (1 − c1 (t))

γ2 (1 − c2 (t)) ≤ TTDr (t) −

wr (ρmax
r

(2.45a)
(2.45b)

− ρr (t))
max
TTDr (t) − wr (ρr − ρr (t)) ≤ Γ2 (1 − c2 (t))
vr ρr (t) ≤ wr (ρmax
− ρr (t)) + (Θ1 − θ2 )(1 − c1 (t))
r
max
wr (ρr − ρr (t)) ≤ vr ρr (t) + (Θ2 − θ1 )(1 − c2 (t))
2

(2.45c)
(2.45d)
(2.45e)
(2.45f)

c(t) ∈ {0, 1} ,

where Γ, Θ (γ, θ) are upper (lower) bounds consistently chosen.
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Decentralized suboptimal control

The control strategy illustrated in the previous section, while providing the optimal values for traffic
lights, requires to solve an intractable (NP–hard) problem. In this section we therefore propose a decentralized realization of such strategy, which reduces the computational burden substantially. It is based
on two main ingredients: suboptimal solutions for local problems and agreement policy between local
solutions.
Local problems
The optimization procedure is decentralized among intersections, each of which solves a local MILP.
For every local problem, i.e., over intersection A, a receding horizon approach is used and the predicted
densities belong to the set

RA = r ∈ Rin ∪ R ∪ Rout : r entering or exiting A ,
(2.46)
while the optimization variables are all traffic lights in the following set:


ΩA = σr : r ∈ RA ∪ σq : q _ r, r entering A .

(2.47)

Furthermore, densities for roads in Rin ∪ R ∪ Rout \ RA are considered constant (equal to the last
measured values). This is the main reason of suboptimality, since the objective function maximized in
every subproblem is computed over the set RA , i.e.,
JA =

T /Ts 

X

n=1

X

a1

r∈RA

+ a2

TTDr (t0 + nTs )+

\Rin

(2.48)

X


SoDr (t0 + nTs ) .

r∈RA ∩Rin

As illustrative example look at Fig. 2.17, where we consider the optimization solved by intersection
A. In such a scenario density predictions are carried out only for roads 1–4, and the problem is solved
with respect to the variables σ1 , . . . , σ8 (notice that σ5 , . . . , σ8 are needed to compute inflows for roads
1 and 2).
It is worth to note that, among all σ’s considered by an intersection, only a subset of them fulfills hard
constraints for collision avoidance within the local optimization: referring again to Fig. 2.17, intersection
A guarantees such fulfillment only for σ1 and σ2 . For the other variables considered by A (marked in
red in the figure) there might be some hard constraint which is not included within the local problem
(in Fig. 2.17 this happens for σ3 and σ4 ); Therefore, the values computed by A for these variables can
be interpreted only as suggestions that A would like to advice its neighbor intersections, to optimize its
own objective. How such suggestions are considered is explained in the next section.
Agreement policy
To let local problems taking care of advices provided by neighbors we save the result of every local
optmization. For instance, when A solves its subproblem, we save the variables σr,A , for every r involved
in such problem. Once these informations are available we can identify, for every road r, the set Sr of
all intersections whose local problem involves σr . Then the average suggestion given by intersections
about σr is computed as:
1 X
σ̂r =
σr,I .
(2.49)
|Sr |
I∈Sr
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Figure 2.17: Illustrative example of local subproblems.

We now use the values σ̂r to modify the cost function of every local problem, as the following:
X
JˆA = JA − a3
kσr − σ̂r k1 ,
(2.50)
σr ∈ΩA

where a3 is a real number used to weight neighbors’ suggestions w.r.t. A’s own objective. Notice also
that the 1–norm can be turned in a mixed integer linear formulation adding two binary variables for every
σr ∈ ΩA . This is the computational prize to pay in order to take into account suggestions by neighbors,
rather then ignoring them; the problem, however, is still significantly numerically more efficient than
its centralized version. This idea can be iterated Nit times, in order to let suggestions spread among
intersections. The scheme we implemented is the following:
0. Let Nit be assigned;
1. For every intersection A solve the local MILP with cost function JA and save the resulting σr,A ;
2. If Nit = 0 then stop;
3. For every signalized road r compute the average suggestions σ̂r ;
4. For every intersection A solve the local MILP with cost function JˆA , and use the result to update
σr,A ;
5. If for every r and for every A there was no update in σr,A then stop;
6. Decrement Nit by 1, goto 2.
Whenever the algorithm stops, the value assigned to every traffic light is
σr∗ = σr,A , where r enters A,

(2.51)

since every intersection guarantees the fulfillment of collision avoidance (hard) constraints only over
roads entering it.
Notice that if Nit = 0 is given, this means that suggestions from neighbors are ignored. An important feature of our scheme is that the subproblems’ complexity does not depend on the network size;
therefore the algorithm complexity is linear in the number of intersections and in the chosen number of
iteration, which is a tunable parameter. Our numerical results, presented in the next section, show that
the algorithm stops already after three iterations as no changes appear in the solution.
Another benefit of this decentralized strategy is that step 1 (the same applies to step 4), requires
to solve a set of optimization problems that are completely indipendent of each other. Therefore the
procedure can be implemented even more efficiently in a parallel architecture, where there is a controller
at every intersection that exchanges σ’s values with the others.
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Figure 2.18: Networks used for simulations and comparisons.

2.4.4

Simulations and comparisons

The strategies illustrated in the previous sections have been tested via software simulations in MatLab
environment, using software (Gurobi Optimization, 2015; Lofberg, 2004) to solve the mixed integer
linear programs. The simulated scenario is the following: all roads in the network have same physical
properties (v,w,ϕmax ,ρmax ). Each simulation is run for a virtual time of 45 minutes, when traffic lights’
cycle is 90 seconds and sampling time is 10 seconds. As explained in Section 2.4.2, the optimization
problem is solved at the beginning of each cycle, therefore in this set-up the control values are computed
30 times. The constant σ min is set equal to 2 sample steps, so the minimum green slot is 20 seconds.
Outside the network, time-varying demands and supplies are randomly uniformly generated in the interval [0.5, 1]ϕmax for the entire simulated time; by doing so, the network’s state changes during the
simulation (from overall free to overall congested, and viceversa), and the controllers are then tested
in different circumstances. The numerical results here presented are obtained as mean values over the
entire simulation time.
We would like to stress the fact that the centralized strategy we propose is able to solve a very general
problem, despite the computational inefficiency. The proposed traffic lights’ representation, along with
the numerical optimization, guarantees optimal behavior by means of the chosen objective index, as it
may cleverly choose phase shifts between lights as well as green time for each of them. Therefore,
the results obtained applying this techinique are considered as benchmark (upper bounds) to evaluate
performances of the decentralized strategy, from traffic and computational performance point of view.
We generate the afore mentioned scenario for two sample networks, shown in Fig. 2.18.
Representative results of the simulations are reported in Table 2.11. Our numerical results are encouraging:
• The decentralized strategy obtains performance around 80-85% of the ones obtained by the centralized optimization;
• Computational time is dramatically reduced, especially with growing network’s size (as expected
from the NP–hardness of the problem). Notice also that in these simulation we did not make use
of possible multithread implementation.

2.4.5

Conclusions and future works

We presented an optimal control scheme for urban signalized traffic networks that schedules traffic
lights taking into account upcoming external demands. This strategy, on one hand, ensures optimal
performances, on the other, requires to solve a mixed integer linear program. To overcome the hardness
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Table 2.11: Normalized performance comparison between the centralized strategy (MILP), considered as benchmark, and the
decentralized one (Dec–MILP).

Network 2.18a

Network 2.18b

MILP

Dec–MILP

MILP

Dec–MILP

TTD
SoD

1
1

0.82
0.86

1
1

0.83
0.85

cpu time

1

0.6

1

0.03

of this problem, we proposed a decentralized realization of the same decision making scheme, that
allows parallel computation and scalabiility to any network size. This approach guarantees effective
handling of large amount of data coming from traffic sensors and scalability to any network size. Our
software simulations have shown that the computational load is extremely reduced by the decentralized
scheme, which moreover achieves quite good performances from traffic point of view.
Future work will aim to investigate the scalability properties of the depicted techniques, combined
with improvements on the gap with the upper bound provided by the centralized algorithm.
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Performance Evaluation

In this section, we provide an overview of the component evaluation of the DM algorithms. We perform
the evaluation with respect to two main criteria: In the next section 2.5.1, we analyze computation
times of the algorithms, implemented in an event-driven framework as outlined in the corresponding
deliverable (D 6.1). This serves to demonstrate real time capabilities of the algorithms. In the following
section 2.5.2, we compare the performance of the algorithms in terms of traffic metrics to quantify the
improvement over the state of the art.

2.5.1

Real-time Decision Making

A detailed evaluation of the time needed to process individual events by DM is summarized in Figure
2.19. To ensure perfect control over the type of events processed as well as the attribute values, this
test is run outside of the SPEEDD cluster architecture on a local computer (MacBook Pro with OSX
El Capitan, 2.3 GHz Intel Core i7). The events used in this experiment have been chosen such as to
overrepresent “difficult” cases, i.e. attribute values are more often close to the margins than one might
expect in reality, congestion events are reported more often and user commands are sent frequently. In
addition, up to 20% (depending on the event type) of the events are sent with invalid attributes, to test
code stability and exception handling. The individual events are chosen with relative frequencies as
reported in Table 2.12. In total, 106 events are processed in 35s. Note that this time and all the other
times reported in this section, only account for the computation time of DM once the event has been
received by DM, as we only intend to show real time capability of the DM algorithms. For example,
the overhead incurred to send, transmit and emit events is not included. A summary of the computation
times is displayed in Figure 2.19. It should be highlighted that Figure 2.19 shows a bimodal distribution
of computation times, with many events being handled in less than 1µs but others taking between 2µs
and 0.1ms to process. This is because for certain events, no immediate action by DM is necessary or
advisable. The processing of such events can be as simple as updating certain variables, and is often
accomplished in less than 1µs. In contrast, other events require immediate action. An example is a
reevaluation of the ramp metering policy, which requires at least a recomputation of the metering rates.
These events then take longer to process. We provide a comprehensive explanation for the observed
results for different types of events next:
(i) PredictedCongestion, Congestion, ClearCongestion: It can be seen from Figure 2.19 that for
congestion-related events, an immediate action by the DM is necessary in approximately 25% of
Event

Relative frequency

PredictedCongestion
Congestion
ClearCongestion

10%
5%
10%

setMeteringRateLimits

10%

PredictedRampOverflow
ClearRampOverflow

5%
5%

AverageOnRampValuesOverInterval
AverageDensityAndSpeedPerLocation

20%
35%

Table 2.12: Relative frequency of events in the test case used to obtain the timings in Figure 2.19.
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computation time / event (ns)

Figure 2.19: This graph shows the percentage of events that have been processed by the DM module for the freeway use case
after a certain time.

all instances. The remaining 75% of instances are mostly processed in less than 1µs. The fact
that no immediate action in these cases can be explained by the fact that these events might be
sent multiple times for the same “instance” of congestion. For e.g., the PredictedCongestion
event might be sent several times during the buildup of a congestion, each time with an increased
certainty. Naturally, immediate action by the DM is not required for each instance of this event.
Note that Congestion and ClearCongestion events always exhibit 100% certainty, unlike the
PredictedCongestion event. Also, information about event certainty is not fully exploited in
the current version v2, but is expected to be in v3. Consequently, we expect that Predicted
Congestion events will become more computationally expensive in the next version.
(ii) setMeteringRateLimits: This event corresponds to a user command and is always sent with
100% certainty. It always requires an (inexpensive) updating of the corresponding variables. In
25% of the instances, this change in the metering rate limits requires an immediate change in
the metering policy, since the bounds become active. It is no coincidence that this number is
very similar to the percentage of congestion events that require immediate actions: in general, the
metering policy is only active during a congestion.
(iii) PredictedRampOverflow, ClearRampOverflow: The computational effort for these events is
comparable to the congestion events in that only a percentage of these events require or allow for
an immediate action. In much the same way as for PredictedCongestion, the computational effort
for events of the type PredictedRampOverflow is expected to increase once full exploitation of
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Event

Mean

90%

99%

99.9%

PredictedCongestion
Congestion
ClearCongestion

15µs
13µs
15µs

8.2µs
8.2µs
8.2µs

18µs
19µs
18µs

36µs
42µs
44µs

setMeteringRateLimits

19µs

9.6µs

21µs

48µs

PredictedRampOverflow
ClearRampOverflow

19µs
19µs

9.3µs
9.0µs

21µs
21µs

49µs
47µs

AverageOnRampValuesOverInterval
AverageDensityAndSpeedPerLocation

49µs
50µs

42µs
42µs

85µs
84µs

212µs
195µs

Table 2.13: Statistics of computation times for individual events.

the uncertainty attribute is implemented.
(iv) AverageDensityAndSpeedPerLocation, AverageOnRampValuesOverInterval: These events
contain aggregate information about the system state and (almost) always require immediate computational processing by DM. The only exception in this test case are 20% of events with invalid
attributes that are sent to ensure robustness of the implemented algorithm. Once the invalid attribute values are recognized, the events are immediately discarded.
For completeness, we also report the computation times in Table 2.13 numerically. To account for
the bimodal nature of the distribution, we first report mean computation time, which might be more or
less meaningful in practice, since it of course heavily depends on the percentage of events that do not
require immediate processing. We then also report the 90%, 99% and 99.9% quantile, which are more
accurately able to capture the tail of the distribution of computation times.

2.5.2

Improvements in Terms of Traffic Metrics

For each of the algorithms presented in this section, we have quantified the quantitative improvements,
as summarised in Table 2.14. In particular, the algorithms are evaluated against a benchmark and the
optimal solution, if available. The choices for the benchmarks are given in the table itself. Note that
the optimum refers to the global optimal solution under perfect model knowledge and perfect traffic
demand prediction. This performance will be unobtainable for any real-world controller and it merely
provides an estimate of the potential for further improvement. Depending on the scenario, we compare
algorithms w.r.t. Total Time Spent (TTS) and Total Waiting Time (TWT), as defined in Section 2.2. Note
we seek to minimize both quantities, therefore negative values in the table indicate an improvement of
the proposed algorithms over the benchmark performance. Conversely, we seek to maximize the Total
Travel Distance (TTD) and the Service of Demand (SoD), as defined in Section 2.4. All results reported
in Table 2.14 can also be found in the respective sections. Note that for some control problems, there
is no efficient method to compute the optimal solution because these problems are nonconvex and far
too large to be solvable by available tools. Therefore, the relation of the obtained results to the optimal
solution are reported as “unknown”.
In the traffic use case, existing solutions for freeways such as Alinea are proprietary systems and
the decision making algorithm used in these approaches are not publicly available. To circumvent this
problem, we suggest the use of the first version of the SPEEDD prototype as the state-of-the-art.
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Benchmark

Sec. 2.2 Local feedback,
benchmark: no control
Sec. 2.2 Local feedback,
benchmark: ALINEA
Sec. 2.3 Coordinated metering,
benchmark: no coordination
Sec. 2.4 Dec-MILP, Network 2.18a
Sec. 2.4 Dec-MILP, Network 2.18b

Optimum

TTS
−5.33%

TWT
−17.53%

TTS
+0.054

TWT
+0.178%

−0.43%

−1.42%

+0.054

+0.178%

-

up to -31%

unknown

unknwon

TTD
18%
17%

SoD
14%
15%

TTD
unknown
unknown

SoD
unknown
unknown

Table 2.14: Performance comparisons between the algorithms proposed in this deliverable and various benchmarks. Improvements against the benchmarks are indicated in green and suboptimal values are indicated in red. Note that we minimize the
TTS and TWT metrics, whereas we maximize TTD and SoD.

For inner city traffic, this problem is only more acute. Design principles for existing traffic controls
in the city of Geneva are opaque. In fact, many of the existing urban traffic control solutions around the
world have been hand-tuned over several years, and the design principles are absent or lost. Also, these
systems have been designed at some point for existing traffic conditions and have not been thoroughly or
rigorously updated since. In this context, an important contribution of the decision making component
in SPEEDD are the systematic design approaches developed in this project.
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3

DM for Credit Card Fraud

Decision making for the credit card use case deals with fraud detection, based on inputs from event processing for this use case as well as other sources of information. In current practice, the decision makers
are often fraud analysts. We examine how to automate this last and important step in fraud detection for
the credit card use case. The event processing algorithms identify fraud patterns, or their likelihoods,
and this information can be used to decide on whether a fraud has occurred or not. However, credit card
companies often use humans, with access to the entire transaction history and other information such as
user profiles, to take the final call on fraud. Using models for cognitive processing, we wish to identify
the rationale behind the analysts’ decisions, so as to replicate them using automated controllers.

3.1

Introduction

A cognitive processing model for an analyst’s decisions is depicted in Figure 3.1. The cognitive model is
inherently dependent on the visual processes involved: how is the data presented to the analyst and how
is such information processed by a human observer? The answer to the first question is determined by the
design of the graphical user interface. Data can be presented in the form of lists, numerical values, bar
charts, colour maps, etc. Each visual display method has an associated cognitive model, which describes
how quickly and accurately the human eye and brain absorb this information. Using this information,
the cognitive process updates a belief vector that summarizes the analyst’s current understanding of the
case at hand and takes a suitable decision. The decision could be to examine another data source on the
graphical user interface, or to click on the visual aid to access exact numerical values, or to take a final
call on the absence or presence of fraud. By virtue of the fraud analyst’s expertise, these decisions can
be assumed to be optimal for some unknown cost function. If this cost function were known, it may be
possible to design an optimal control policy for this cost, and to use this control policy to replace the
expert analyst. We show how inverse optimization can be used to identify this cost function for a simple
visual cognitive process.
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Figure 3.1: A visual and cognitive processing model for a credit card fraud expert who scans and operates the graphical user
interface.

3.2

Problem Formulation

We describe the model for the cognitive process from Figure 3.1 for a static visual display consisting
of an n × m matrix of encoded symbols. We have kept our formulation generic to motivate its use for
various display methods and the associated cognitive models.
Physical Process: We consider a static visual display represented by X ∈ X n×m , where n×m is the
size of the visual array and the elements in the array are encoded using the alphabet X = {1, . . . , M }.
The state corresponding to this physical process at time k ≥ 0 is xk = vec {X}. The visual array
corresponds to a static display, and thus, xk+1 = xk .
Measurement Model: We apply the spatial smearing and feature noise model for the measurement
process, resulting in the measurements
(3.1)

yk = Cρk xk + vρk ,k .

Here, ρk ∈ R is a non-autonomous switching process taking values in the set R := {1, . . . , nm}. A
mode ρk = r denotes the new fixation, following a saccade, on the rth element of the state xk , or on the
corresponding (ir , jr )th element of the visual array X, for ir = mod(r, n) and jr = br/nc + 1.
As per the spatial smearing model, the measurement is a weighted average of the elements of the
cell corresponding to the new fixation and its neighbours. Thus, the q th component of Cρk is
(
wρk ,q if q ∈ N (ρk ) ,
Cρk ,q =
0
otherwise .
Here, N (ρk ) denotes the set of indices of the cell ρk and its neighbours, and is defined as N (ρk ) :=
{q ∈ {1, . . . , nm} | iq = iρk ± 1 , jq = jρk ± 1}. The weights wρk ,q are determined by the Gaussian
kernel with standard deviation σ(θρk ,q , dρk ,q ), where θρk ,q and dρk ,q are the angle and distance between
th cell, respectively.
the fovea, which is fixated at the centroid of the ρth
k cell, and the centroid of the q
The standard deviation σ(θρk ,q , dρk ,q ) is defined as
σ(θρk ,q , dρk ,q ) = 1 − acuity(θρk ,q , dρk ,q ) ,
(
(dρk ,q θρk ,q )−0.29 − 0.32
acuity(θρk ,q , dρk ,q ) =
1

ifθρk ,q 6= 0 ,
otherwise .

(3.2)
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As per the feature noise model, the q th component of the measurement noise process vρk ,k is given by
(
νρk ,k,q if q ∈ N (ρk ) ,
vρk ,k,q =
0
otherwise .
Here, νρk ,k,q is an independent and identically distributed zero-mean Gaussian noise process with standard deviation σ(θρk ,q , dρk ,q ).
Observer: An observer generates the minimum mean squared error estimate x̂k := E[xk |y0k , ρk0 ], perhaps using a Kalman filter.
S
Controller: The controller generates a control signal uk ∈ U, where U := R {‘present0 , ‘absent0 }.
The control signal chooses to saccade to a new fixation in R or detect the absence or presence of a
target element in the visual array. When the controller chooses to saccade, the new fixation is given by
ρk+1 = uk for k = −1, 0, . . . , N − 1.
In general, any admissible control policy, such as uk = γk (y0k , uk−1
0 ), can be used. Accordingly, for
k = −1, the control signal will be chosen based on a priori information alone. However, on grounds of
simplicity, the control policies may also be restricted to use the current estimate x̂k alone.
Control Cost: The controller is typically chosen to minimize a cost
J=

N
−1
X

(3.3)

E[ck (xk , uk )] + E[cN (xN )] ,

k=0

where ck (xk , uk ) is the cost incurred at time k.
Problem of Interest: Assume that the controller is restricted to use the estimate x̂k in place of the entire
measurement and control history. Then, we wish to explore the following questions:
1. Given κ instances of the data pair {x̂k , uk }, corresponding to κ observations of the inputs and
outputs of an expert decision maker, can we impute a cost function Jˆκ for the above problem?
2. Can we provide a performance guarantee for a controller γ ∗ (Jˆκ ), designed to minimize the imputed cost, in comparison to the expert decision maker?
3. Can we impute a cost function for various visual display aids, and comment on different designs
for the graphical user interface in terms of fraud detection performance?

3.3

Brief Summary of Inverse Parametric Optimization

The problem described in (3.1)–(3.3) can be posed as an optimization problem. To do so, let us defined
the probability space (Ω, F, P) for the primitive random process vρk ,k driving our system. Then, we
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have
{γ0 , . . . , γN −1 } ∈

arg min

N
−1
X

u−1 ,u0 ,...,uN −1

E[ck (xk , uk )] + E[cN (xN )]

k=0

such that xk+1 = xk ,
yk = Cuk−1 xk + vuk−1 ,k ,
uk = γk (y0k , uk−1
0 ),
γk ∈ U(Ω, Fky , P) ,

k = 0, . . . , N − 1 ,

where U(Ω, Fky , P) is the space of U-valued functions that are measurable with respect to Fky :=
σ(y0 , . . . , yk ), the σ-algebra generated by the history of the observation process up to time k. The
above formulation represents our aim of selecting causal control policies that minimize the cost in (3.3).
In general, we obtain a parametric optimization problem, defined as one in which the problem data,
and consequently the solution, varies with respect to some known parameter. For such problems, one
wishes to identify some function f : Rm → Rn such that
f (p) ∈ arg min J(z, p)
z

(3.4)

such that (z, p) ∈ Γ ,
where z ∈ Rn is the decision variable, p ∈ Rm is the parameter, J : Rn × Rm → R is the cost function
and Γ ∈ Rn × Rm is the constraint set. The solution function f maps each parameter to an optimal
solution for that parameter, and is to be identified. A overview of methods for constructing a solution
function f for several common problem classes can be found in Pistikopoulos et al. (2007).
Inverse optimization approaches problem (3.4) from the opposite direction. Given a solution function f , the task is to find a constraint set Γ ⊆ Rn × Rm and a cost function J : Rn × Rm → R such
that (3.4) is satisfied. The above problem is dealt with in Hempel et al. (2015) under the additional
assumptions that Γ is a convex constraint set and J(, p) is a convex function for any fixed p. For any
continuous function f equipped with a (possibly artificially chosen) value function, it is known that a
parametric convex program (PCP) with a convex constraint set and a convex cost function can always
be found. However, such a problem may not be easy to construct or may not be in any conveniently
characterized class of convex problems. Thus, in Hempel et al. (2015), the following extended inverse
optimization problem is considered:
Problem 1. Given a function f : Ω → Rn over a convex domain Ω ⊆ Rm , find some n̂ ∈ N, a cost
function J : Rn̂ × Ω → R, a convex set Γ ⊆ Rn̂ × Rm and a fixed matrix T ∈ Rn×n̂ , such that J(·, p)
is convex for any fixed p and f (p) = T fˆ(p), for all p ∈ Ω, where fˆ is a solution to the PCP
fˆ(p) ∈ arg min J(z, p) , s.t. (z, p) ∈ Γ .

(3.5)

z

If a solution to this problem with n̂ = n and T invertible can be found, then it is also a solution to
the original inverse optimization problem subject to a change of variables y = T z.
A solution to Problem 1 is presented in Hempel et al. (2015) for any function f that can be written as
the difference of two convex functions, also called a DC function, defined next. A function f : Ω → Rn
with convex domain Ω ⊆ Rm is called a vector-valued DC function if there exist functions γ : Ω → Rn
and η : Ω → Rn such that f (·) = γ(·) − η(·) and each of the component functions γ [i] (·) and η [i] (·) are
convex. We now look at the main result from Hempel et al. (2015) for this class of functions.
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Theorem 3.3.1. For every vector-valued DC function f : Ω → Rn , there exist a convex set Γ ⊆
Rn̂ × Rm , a cost function J : Rn̂ × Ω → R such that J(·, p) is a convex function for any fixed p, and
a function fˆ : Ω → Rn̂ , with n̂ ≤ 2n, such that f (p) = T fˆ(p), for all p ∈ Ω, where T ∈ Rn×n̂ is
constant and fˆ is the unique solution to the PCP
fˆ(p) ∈ arg min J(z, p) , s.t. (z, p) ∈ Γ .

(3.6)

z

Next, a result specific to piecewise affine functions is presented in Hempel et al. (2015). Solutions
to parametric linear and quadratic programs take this form, making this an interesting class of functions.
Consider a parametric quadratic program (PQP) of the form
1
arg min z > Qz + p> Rz + s> z
2
z
s.t. F z + Gp ≤ h , p ∈ Ω .

(3.7)

Here, Q = Q>  0 and the set of admissible parameters Ω is a convex polytope. It is known that the
solution function f is continuous piecewise affine, and defined over the convex polytope Ω as
f (p) = fi (p) := Li p + `i , ∀p ∈ Ωi ,

(3.8)

where fi are called the local functions on the convex
polytopic
regions Ωi ⊆ Rm . The
R
TR
Snrnon-empty
regions Ωi form a partition of Ω in the sense that (Ωi )
(Ωj ) = ∅ for all i 6= j, and i=1 Ωi = Ω,
where nr is the total number of regions. Furthermore, piecewise affine functions are known to be DC
functions. Thus, the result of Theorem 3.3.1 is extended to the PQP case in the following result.
Theorem 3.3.2. Every continuous piecewise affine function f : Ω → Rn can be obtained as the image
under a linear operator T of the unique solution fˆ : Ω → Rn̂ to a PQP of the form (3.7) with n̂ ≤ 2n.
If f is defined over a regular sub-division of Ω with nr regions, then the number of linear constraints in
the PQP can be bounded by 2nnr .
A construction for the imputed cost and constraint set is provided in Hempel et al. (2015), which has
been described for scalar valued solution functions in the following result.
Lemma 3.3.3. Suppose that f : Ω → R is continuous and piecewise affine. Then for any (q1, q2) ≥ 0
there exist cost function data (ri , si ) and constraint matrices (Gi , gi ) for i = 1, 2, and a continuous

piecewise affine function fˆ : Ω → R2 such that f (p) = T fˆ(p) for all p ∈ Ω, where T = 1 −1 and
fˆ is the unique solution to the following PQP:
1
fˆ(p) ∈ arg min q1 z12 + (r1> p)z1 + s1 z1
z1 ,z2 2
1
+ q2 z22 + (r2> p)z2 + s2 z2
2
s.t. G1 p + g1 ≤ z1 1
G2 p + g 2 ≤ z 2 1 .

If, furthermore, f is defined over a regular subdivision of Ω with nr pieces, the number of constraints
above can be bounded by 2nr .
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Known Results from POMDP

Once we have identified a cost function, the theory of partially observed Markov decision processes provides us with a structural characterization of the optimal controller. We can utilize this to systematically
identify controllers that approximate the optimal one. In this section, we briefly outline the important
existing results.
A partially observed Markov decision process consists of a state process sk ∈ S, an observation
process ok ∈ O, an action process ak ∈ A, for k = 1, 2, . . . , N , and a single decision maker, where:
1. The action at time k is chosen by the decision maker as a function of the entire observation and
action history, i.e.,


ak = dk ok0 , ak−1
.
0
2. After the action at time k is taken, the new state and observation are generated according to the
transition probability law


P sk+1 , ok+1 |sk0 , ok0 , ak0 = P (sk+1 , ok+1 |sk , ak ) .
3. At each time instant, an instantaneous cost ck (sk , ak ) is incurred.
4. The optimization problem for the decision maker is to choose a decision strategy d := {d0 , . . . , dN }
to minimize the total cost
N
X
J=
E [ck (sk , ak )]
k=1

The following well known results provide the structure of optimal strategies and a dynamic program
for POMDPs (Whittle, 1982).
Theorem 3.4.1. Let θk be the conditional probability distribution of the state sk , at time k, given the
observation and action history, as given by
θk (s) = P(sk = s|ok0 , a0k−1 ), s ∈ S .
Then:
1. θk+1 = ηk (θk , ak , ok+1 ), where ηk is the standard non-linear Bayes’ filter. Thus, we have
P
0
0
0 θk (s ) P(s, ok+1 |s , ak )
θk+1 (s) = Ps
.
ŝ,s̃ θk (ŝ) P(s̃, ok+1 |ŝ, ak )
2. There exists an optimal strategy of the form ak = dˆk (θk ), which can be found using dynamic
programming.

3.5

Conclusions

We have presented a potential application for decision making in the credit card use case. By observing
the decisions of expert fraud analysts, we propose the use of inverse optimization to learn the cost
function that the experts are optimizing.
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The approach in Hempel et al. (2015) requires a continuous piecewise affine solution function f .
Thus, the parameter space must be continuous, and the control actions must be real valued. In return, it
provides us an imputed cost of the form (3.7) and a convex constraint set, under a linear transformation
of solution functions. Furthermore for any regular partition of the parameter space, it also provides an
upper bound on the number of constraints in the PQP.
An alternate approach in Keshavarz et al. (2011) presents a method for imputing the cost function,
based on observations of optimal or nearly optimal choices of the variable for several values of the
parameter. However, this approach requires prior knowledge (or assumptions) about the objective.
Using the cost function identified through either of these methods, along with the theory of partially
observed Markov decision processes, we will systematically identify control policies that exactly or
approximately optimize the cost. Such controllers can be used to bring in a higher degree of automation
to the analysis of credit card fraud.
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4

Conclusions

In this document, we have described a number of decision making approaches for freeway traffic control,
inner-city traffic control and credit card fraud detection. We summarize the main contributions and
discuss approaches for future work.

4.1

Summary of Contributions

The main contributions of this deliverable are the derivation of the algorithms presented in this paper
and the theoretical guarantees that can be shown to hold for them. In particular, we have:
• derived sufficient optimality conditions for global optimality of the system performance under
distributed control, by exploiting monotonicity of the Cell Transmission Model in Section 2.2.
• designed a distributed learning algorithm and shown that it can learn Pareto-efficient solutions,
even in the presence of disturbances from a finite set, in Section 2.3.
• presented an optimal control scheme for urban signalized traffic networks and a decomposition
method that leads to scalable, real-time algorithms for obtaining approximate solutions, in Section
2.4.
• identified a potential approach for decision making in the credit card use case in Section 3.
Extensive conclusions for each of the contributions can be found in the respective sections.

4.2

Limitations of the DM Algorithms

This section aims to exemplify what the limitation of the DM algorithms described in this deliverable are.
In general, it shall be highlighted that no decision making can be both general and efficient at the same
time, as outlined in Wolpert and Macready (1997): any efficient optimization algorithm inherently relies
on exploiting the underlying problem structure. Therefore, competitive DM algorithms will always be
use case specific.
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In terms of the algorithms presented for the traffic control use case, note first of all that all the
presented algorithms require a-priori information about the topology of the underlying road network.
Therefore, they are not plug-and-play ready, but need to be initialized for every road network on which
they are deployed. Since deployment of road traffic control is usually a major infrastructure investment,
which needs to pass an intricate certification procedure before deployment for safety concerns anyway,
this is not a major limitation in practice. In addition to topology information, the algorithms in their
current state use a-priori information about the system dynamics, i.e. the road dynamics as expressed
by the density-flow relationship, as well. Version 3 of the algorithms will provide a partial remedy for
this current limitation, as it is planned to incorporate quantifiable uncertainty measures about the system
dynamics directly in the algorithms. At runtime, detected and predicted events are then exploited to
obtain the necessary information for decision making. Finally, note that in line with the initial remark
about the necessity for problem-specific algorithms, the algorithms described in Section 2.2 and 2.4 are
designed for freeway and inner-city traffic control only, respectively. By contrast, the method described
in Section 2.3 is a general high-level coordination algorithm that is use-case agnostic, but limited to
high-level tasks of limited complexity.
Note that for CCF, the answer to the question of whether to accept or to block a certain transaction
directly depends on whether a fraud attempt was detected or not. If a fraud attempt is detected with
sufficiently high confidence, the decision is obvious. Therefore, DM is reduced to a support role in this
use case. Indeed, Section 3 described a method to formalize and solve the problem of reverse engineering
a utility function that a credit card analyst might be unconsciously optimizing. The intention is to use the
gained knowledge to streamline the decision making process for the analyst in automatically providing
the right information at the right time. However, as of now, this capability is not integrated in the
SPEEDD prototype.

4.3

Future Work

For the freeway scenario, future work will focus on exploring coordination strategies between metered
onramps in more detail and on the benchmarking of the algorithms with the micro-simulator. For the
monotonic CTM, we can rely on strong theoretic guarantees that seem to agree well with empirical
results reported by traffic control practitioners. This analysis also allows us to tailor the coordination
scheme such as to address specifically the non-monotonic effects. Therefore, we expect the algorithms
for this scenario to be close to final.
Most of our future work in the traffic use case will focus on the control of inner-city traffic, or more
generally, on the control of traffic networks of arbitrary topology. The decentralized control scheme
for urban signalized traffic networks has shown remarkable improvements in the computational load
compared to the centralized scheme. Next, we aim to investigate the scalability properties of the decentralized technique, and also improve the performance gap with respect to the centralized algorithm.
On a more general level, we intend to explore the decomposition of the central control problem in
more detail. This concerns first and foremost the algorithms used for solving the distributed problems.
A range of primal- and dual-decomposition methods are described in literature and for many of these algorithms, asymptotic convergence to the global solution can be guaranteed for convex problems. Traffic
control problems are usually non convex, unless further simplifications are made. It is therefore unlikely
that convergence to globally optimal solutions can be guaranteed. Nevertheless, we intend to examine
whether certain iterative, distributed algorithms achieve consensus asymptotically and if the limit point
of this iteration is at least locally optimal. Second, the question on how to split the global problem among
the local agents also deserves attention. For example, imagine that the usage of green-wave-strategies
on one of the main roads is envisioned. It might be advisable to group all the intersections along this
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road into the scope of just one agent, provided that the number of intersections does not prohibit us from
doing so.
Considerable effort will also be invested into integrating the described algorithms completely in the
Speedd infrastructure. An upcoming milestone is to close the loop of CEP, DM and the evaluation on
the Micro-Simulator such that for the first time, the Speedd prototype will be tested in a state close to
the final configuration.
Fruthermore, for the credit card use case, we will use inverse optimization on expert decisions to
learn the cost function that the experts are optimizing. For future work, we seek guarantees on the learnt
cost and systematic approaches to design optimal controllers for the same cost.
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